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Abstract

Sales forecasting is fundamental to many businesses, especially the direct sales industry be-

cause short product cycles, strong promotional effects, a sizable ratio of highly seasonal items,

and very sparse demand at the individual item level make the forecast especially complicated.

Because there are many different models to go about forming this calculation, this paper in-

vestigates whether statistical or artificial intelligence methods are more successful in their pre-

dictions, specifically narrowing in on Linear Regressions and Random Forests. Using aggregate

2015-2016 data on a direct sales company called DUPRÉE, I conduct a series of simulations

to determine which model has the lowest Root Mean Square Error (RMSE), and what vari-

ables (if any) have the strongest effect on the demand forecast of a catalog. I find that with

an RMSE of .00952, the Random Forest model fared better in its prediction compared to the

Linear regressions, which had an RMSE of around .0128 (though it must be noted that when

tested, these numbers were not statistically different from each other). However, I also find

that the Linear Models, while slightly less accurate, are much easier to interpret, and therefore

may be more valuable to a company that wants to extract as much information possible from

the data. From my results, I offer suggestions as to how the models can be used in conjunction

and offer ideas for further research.



Chapter 1

Introduction

The catalog industry, though not as large in America as it once was, is still significant in other,

less developed, countries around the world. It falls into the category of direct selling, also

known as multilevel marketing (MLM), which subsequently falls into the broader retail sector.

The industry experiences growth during times of economic downturn as people who lose their

jobs, or see their incomes decline, turn to direct selling for its entrepreneurial advantages and

flexibility. Rather than selling products in traditional brick-and-mortal stores, these people

can sell independently to friends and family, often doing so through large neighborhood parties

where they present the products to their guests. Some people also enter the industry only

part-time in order to supplement their existing income. Since 2012, the industry has been

experiencing an increase in profitability driven by an increase in consumer spending and per

capita disposable income. In fact, the industry grew at an annualized rate of 0.6% from 2012 to

2017, totaling $41.2 billion, including an expected growth of 1.0% in 2017 alone. Nonetheless,

the industry is set to experience major headwinds in the near term due to competition from

mass merchandisers and big-box and online retailers.

In the catalog industry, similar to retailing, regularly changing product lines and long planning

lead times make forecasting sales for individual articles of merchandise very difficult and partic-

ularly important. The demand for a product is often highly volatile, and the volatility is worsen

by the constant changes in consumer taste and the products short life cycles. In addition, sales
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4 Chapter 1. Introduction

are often affected stochastically by seasonal factors and by tricky variables, such as weather,

marketing strategy employed, political climate, and item features. In the development of every

catalog, a buyer must create a merchandising plan for the line and implement the merchandis-

ing plan with a buying plan. Thus, the buyer must plan and execute the purchases needed to

fill every catalog orders. The difficulty in doing lies in the fact that although the buyer must

make sure there is always available merchandise, he must also be cautious of maintaining a

reasonable turnover of inventory in order to avoid overstocks at the end of the catalog’s life.

Such mistakes could consequently impact other critical operations of the whole supply chain

such as data management, production planning, pricing and achieving a high customer service

level. Inventory planning is almost entirely dependent on the development of an accurate de-

mand forecast model, making it arguably one of the most important decisions that comes with

releasing a catalog. One must forecast the demand for each SKU in a catalog line, and then

place the orders for the merchandise. Consequently, the success of the buying plan depends

almost entirely on the accuracy of these demand estimates. These estimates can be obtained

through many different formal and informal models.

There is one assumption that must be made with forecasting, and that is that factors which

affected demand in the past will continue to have an effect in the future. It is clear that decision

makers need forecasts only if there is uncertainty about the future. There is no need to predict

what day tomorrow will be or if the sun will rise again; but, when there is even the slightest

degree of uncertainty, forecasts can add significant value. They serve many needs and can

be applied to many different industries, whether it be to help people and organizations plan

for the future, make rational decisions, or help on government policy deliberations. From the

above discussion, it is clear that an analysis of different forecasting methods for the direct sales

industry is a very important one in practice and could benefit from further investigation.

The organization of this paper is as follows. I will first lay out some of the research that has

been previously published on the topic, and describe where in the existing literature this paper

falls in. I will then present the data set and models I will be using to conduct my analysis.

After obtaining the results, I will discuss my findings, limitations, and related areas that could

benefit from further research.



Chapter 2

Literature Review

My research is motivated by a number of studies that examine the use of quantitative data

to forecast future demand. Because an accurate forecasting model can be essential in helping

companies avoid understocking or overstocking inventories, it is to no surprise that a large

body of research on the topic already exists. A significant number of these empirical studies

have focused on sales forecasting in general, particularly in the retail space (for an up-to-date

overview of empirical studies on forecasting practice, see Winklhofer et al., 1996). Many studies

have also focused on and have evaluated different forecasting methodologies, drawing to the

strengths and weaknesses of each (Liu et al., 2013). With an understanding on what has already

been published, I will focus my paper on expanding the knowledge of sales forecasting onto the

catalog and direct sales industry. Though there are existing papers published on catalog sales

forecasting [3], they focus on a single approach, such as the heuristic approach to forecasting

(AHAF), whereas I will focus on using both Statistical Methods and Artificial Intelligence (AI)

models.

This paper can also be seen as an extension to other papers, such as Wang et al.s Drug Store

Sales Prediction [4] report, which tests the accuracy of different forecasting models (Linear

Regressions, SVP, and Random Forest) in predicting the future sales of 1,115 Rossman drug

stores located across Germany. The paper concluded that Random Forest outshined all other

models with a Root Mean Square Percentage Error (RMSPE) of 12.3%. The reason that it

5



6 Chapter 2. Literature Review

is worthwhile to conduct an analogous study on catalog sales is that large catalogs contain a

number of idiosyncrasies that set them apart from the typical demand forecasting scenario. For

example, catalogs have short product cycles, a sizable ratio of highly seasonal items, strong

promotional effects, and very sparse demand at the individual item level [5]. Therefore, it will

be interesting to explore if the same results hold with the introduction of these new conditions.

I separate the remainder of my literature review into discussing the two types of models I will

use in the context of sales forecasting: statistical and artificial intelligence models.

2.1 Statistical Models

Sales forecasting has traditionally been accomplished by statistical models. Among the most

popular are linear regression, moving average, weighted average, exponential, and Bayesian

analysis. These models are often chosen because they are simple and easy to implement and

results can be computed rapidly. One problem that immediately arises, however, is trying

to decide which of these statistical models fits the data best, something that often requires

expert knowledge. In literature, Agrawal et al. [6] attempted to demonstrate which time series

modeling technique, Holt-Winters Exponential Smoothing or ARIMA, would best forecast a

collection of patents from 1996 to 2013. They used cross validation methods to determine the

best fitting model and ultimately whether or not the patent data could be modeled as a time

series. After conducting various tests, they found that both models actually had acceptable

forecasting capabilities, based on their Mean Absolute Scaled Error (MASE) value.

In another recent work, Mostard et al. [7] considered a novel top-flop classification method and

argued that it performed better than other methods. Their method is based on the assumptions

that, within a group of related items, the top (op) items always account for a certain fraction

of total demand for that group. They also found that expert judgment methods outperformed

quantitative methods for some groups of products. Additionally, another study [8] examined the

applicability of a Bayesian forecasting model (developed for use in the computer industry) onto

fashion items. They used an agent-based simulation to produce a collection of demand series
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with commonly-accepted characteristics of fashion adoption, and found that it outperformed

comparable models as well.

It is known that sales are affected by multiple hard to measure factors, such as the fashion

trends and seasonality, and exhibit a highly irregular pattern. This immediately implies that

pure statistical methods may fail to achieve desirable forecasting outcomes. A specific problem

with statistical models is that although linear models can produce satisfactory results when the

linear part of the time series is greater to the nonlinear part, and vise versa for nonlinear models

with greater nonlinear parts; in both cases, one of these parts is not taken into consideration,

leading to skewed results [9]. To address the problem, hybrid approaches have been proposed

in literature, such combining the linear SARIMA model with the nonlinear artificial neural

network model [10], a model that will be described in detail in the next section.

2.2 Artificial Intelligence

As discussed above, statistical models have some flaws in forecasting; thus, it is to no surprise

that alongside the advancement of computer technology, artificial intelligence (AI) methods for

forecasting have emerged. A significant strength in these models lies in the fact that AI models

can derive arbitrarily nonlinear approximation functions directly from the data. Within AIs

subcategory of machine learning, a handful of models have been widely applied to forecasting

issues, such as artificial neural network (ANN), fuzzy logic-based models, extreme learning

machine (ELM) and support vector machine (SVM).

ANN is a well-known method for time series forecasting. Unconventional artificial intelligence

tools, like ANN, can efficiently forecast sales by taking into account both exogenous and endoge-

nous factors and allowing arbitrary non-linear approximation functions to derive directly from

the data. Yolcu et al. [11] proposed a novel ANN model based on both linear and nonlinear

components for time series predicting. They used Multiplicative and McCullochPitts neuron

structures for nonlinear and linear parts, respectively, and used a modified particle swarm opti-

mization to train the model. They applied the model to three real life time series and found it
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predicted the data more accurately that other approaches proposed in past literature. However,

the search for a perfect network structure is a complex and significant. To address this, Yu et

al. [12] proposed an evolutionary neural network (ENN) model, which globally searchers for

the ideal network structure in terms of feature and model. Applying the model onto two years

of apparel sales data, they report that the performance of the proposed ENN model is more

accurate than the traditional SARIMA model for products with low demand uncertainty and

weak seasonal trends.

Similarly, the theory of fuzzy sets has been applied to many areas of forecasting since it was

proposed in 1965 [13]. At a high-level, a fuzzy set is a class of objects with a continuum of

grades of membership. Each set is characterized by a membership (characteristic) function that

assigns each object a grade of membership ranging between zero and one, and the notions of

inclusion, union, intersection, complement, relation, convexity, etc., are extended to such sets.

Sztandera et al. [14] applied this model to five months of sales data, taking both exogenous

factors, like size, price, color, and marketing strategies, and endogenous factors, like time, into

account. Using both univariate and multivariate analysis, they found that multivariate models

built on multivariate fuzzy logic analysis were better in comparison to those built on other

models. Later, Mastorocostas et al. [15] proposed another fuzzy model; it is an orthogonal

least-squares (OLS) based method that generates simple and efficient fuzzy models.

The SVM model, first suggested by Vapnik in 1995 [16], has recently been used for data min-

ing, classification, regression and time series forecasting. SVM can solve non-linear regression

estimation problems, making it suitable for time series forecasting. Samsudin et al. [17] in-

vestigated this model, and compared the SVM result with those of ANN. They found that

SVM significantly outperformed ANN in terms of RMSE when applied to a homogeneous non-

stationary series, while the ANN model outperformed for data series with cyclical patterns and

for those with a trend and multiplicative seasonality. A huge benefit of SVM is that the solu-

tion is always unique and globally optimal. It is, however, very time consuming and complex,

especially when the training size is large.

Despite the fact that AI models perform well in terms of accuracy, these forecasting methods
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implicitly require a much longer computational time than the statistical models, which could

be a reason as to why a company would choose to not utilize them. The reason they are time

consuming is that these models are usually using gradient-based learning algorithms, such as

the back propagation neural network (BPNN). AI models may fail to solve problems in the

real-world simply because many applications for sales forecasts require a fast response time.

Nonetheless, to address this issue, a newly developed model, called extreme learning machine

(ELM), was proposed, which works much faster, while still addressing problems associated

with stopping criteria, learning rate, learning epochs, local minima, and the over-tuning from

happening. According to Sun et al. [18], who pioneered its application to fashion forecasting,

ELMs performance in sales forecasting is actually better than those using BPNN based methods

and can produce smaller predicting errors. Nonetheless, it is important to note that ELM has a

very critical drawback in that it is unstable; it may generate different outcomes in each different

run.

In sum, while substantial work has been conducted on the topic of demand forecasting, a

considerable gap remains within the direct sales industry. The research design will aim to fill

this gap by helping us understand what forecasting model best fits the idiosyncrasies of the

industry.



Chapter 3

Data

For my research, I will be using data from DUPRÉE, a direct selling company in Latin America

with products in the beauty, household, and personal care categories. DUPRÉE was founded

in Colombia in 1956 under the name of Industrias INCA, where is focused solely on fashion

jewelry. In 1997, they altered their name to INCA INTERNACIONAL, as they amplified their

portfolio to include fragrances, makeup, accessories, clothing, nutrition, and household goods.

The company was finally consolidated in 1999 under the name DUPRÉE, where it has expanded

its geographic presence to Peru, Bolivia, and Ecuador.

In particular, I will be focusing on DUPRÉE’s jewelry division (for simplicity). DUPRÉE sells

approximately 20 jewelry items per catalog at very affordable price points (ranging from 5 to 30

dollars a piece), including necklaces, bracelets, anklets, rings, earrings, and jewelry cases. I will

be using their 2015-2016 data, which covers 33 different catalogs and 597 different items. I have

descriptive information on each of these items, such as their price and physical placement within

the catalog, that will serve as the variables in my demand forecasting models. In particular,

the dataset has information on every products’ (identified by their SKU) first appearance in a

catalog as well as information on their second appearance, and this is where I choose to focus.

I want to use the information available from the first appearance to help make the demand

forecast of the second appearance more accurate.

See Figure 1, Figure 2, and Table 1 for more detail on the dependent and independent variables;
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and Table 2 for more detail on the dummy variables. Figure 3 shows the variability of the

dependent independent variables, which was a necessary check to take before running the

regressions.

I also describe the variables of the dataset in more detail below.

Dependent Variable:

• Units per order (upp): UPP, the dependent variable in my regression, calculates the

amount of units of each SKU sold per order placed. The value is for the second catalog

appearance of each SKU. For example, if the UPP of a particular SKU is 0.02184, it means

that for every 100 orders placed, 2.184 units of that product were sold. My reasoning

for using this as the dependent variable, rather than say quantity, is that it looks at the

outcome as a percentage, rather than an absolute amount. This will help account for the

growth in the company size throughout the progression of the data and other exogenous

factors.

Independent Variables:

• Original units per order (upp lanziamiento): This variable is identical to the dependent

variable, except that it is the UPP value of each SKU during its first appearance, rather

than its second appearance, in a catalog. It should thus be a major predictor of the

dependent variable.

• Page number (pgina): This is the page number where the SKU appears in the catalog.

Page numbers range from 6 to 178.

• Price in first launch (prec vent): This is the price of the SKU during its first launch. It

should be noted that prices are quoted in Peruvian Sol (PEN).

• Change in price (camb prec): This is the change in the SKUs price. It is calculated by

subtracting the SKUs price in the second launch from its price in the first launch, and

then dividing it by the original price. Thus, it is shown in percent change, not as an

absolute amount.
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• Difference in campaigns (diferencia de campaas): This variable measures how far apart

the second launch is from the first launch. For instance, if the second launch happens 3

catalogs after the first one, the value of this variable would be 3.

• Cannibalization first launch (grado de canibalización por precio dentro del mes): This vari-

able measures the reduction in sales volume, sales revenue, or market share of one SKU as

a result of the introduction of a new SKU. Cannibalization Rate is calculated by divinding

the sales loss of existing product by th sales of the new product. This variable measures

the cannibalization that occurs during the first launch.

• Cannibalization second launch (grado de canibalización 2 salidas): This variable mea-

sures the same thing as the one listed above, except that it measures that of the second

launch rather than the first.

• SKUG / SKUT first launch: This variable measures the ratio of total SKUs there are in

an SKU’s particular group (SKUG) over total SKUs in the jewelry section of the catalog

(SKUT). An example of a particular group is bracelets.

• SKUG / SKUT second launch: This variable measures the same thing as the one listed

above, except that it measures that of the second launch rather than the first.

Dummy Variables:

• Group (grupo): This is the broad category in which a given SKU falls in. Categories

include rings, earrings, jewelry cases, etc.

• Subgroup (subgrupo bao): This further categorizes the SKUs. It differentiates those that

are gold, those that are silver, those that are both, and those that don’t fall in either one

of those categories.

• New subgroup (nuevo subgrupo insumos): This variable differentiates SKUs that have

stones, those that are painted, those that are both, and those who don’t have either of

these features.
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• Gender (genero): This variable differentiates the items that are intended for females,

males, either genders, and children.

• Size on page (tipo de pagina): This separates the SKUs based on the size in which they

appear on the page. More specifically, it categorizes them on whether they appear on a

full page on their own, two pages, or share a page with other SKUs.

• Size on page first launch (tipo de pgina lanzamiento): This variable measures the same

thing as the one listed above, except that it measures that of the first launch rather than

the second.

• Background color (color fondo): This variable separates the SKUs into two groups based

on the background color of the page it appears in: dark colors vs. light colors.

• Background color first launch (color de fondo de página de lanzamiento): This variable

measures the same thing as the one listed above, except that it measures that of the first

launch rather than the second.



Chapter 4

Methodology

My approach is to first conduct a series OLS regressions on the 597 products. I seek to run

the regression on 75% of the products (randomly selected), running an in-sample prediction on

the 75% and then an out-of-sample prediction on the remaining 25%. I plot a two-way scatter

plot with the in-sample and out-of-sample predictions to compare the results, and thus to see

how robust the model is. I also run the in-sample regression 10,000 times, using the bootstrap

function on STATA that randomly select different samples of the same size each time. I next

conduct a Random Forest analysis in RStudio, and obtain the results from that model.

I will use an indicator known as the Root Mean Square Error (RMSE) to evaluate the accuracy

of each model. The RMSE measures the square root of the variance of the residuals, thus

indicating the absolute, rather than relative, fit of the model to the data. The RMSE can

also be interpreted as the standard deviation of the unexplained variance, and it is particularly

useful in that it is measured in the same units as the dependent variable. Lower values of

RMSE will indicate a better model in terms of fit, and is therefore a good criterion to use. The

formula for RMSE is shown below.

RMSE =

√∑(ypred − yactual)2

N
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I seek to answer the following questions with my methodology:

1. Which model has the lowest RSME value and thus has a better fit?

2. What variables (if any) have the greatest significant effect on the demand forecast?

4.1 Linear Regression, In-Sample and Out-of Sample,

with Bootstrap

A linear regression is used as the baseline model, and a 75%/25% cross validation is used

throughout to divide the data set into training set and test set. The first OLS regression

model, Model (1), tests all the variables’ effects on predicting the UPP of an SKU’s second

catalog launch:

Model (1):

UPPi = β0 + β1(page number)i + β2(change in price)i + β3(UPP first launch)i

+ β4(price first launch)i + β5(difference in campaigns)i

+ β6(canibalization first launch)i + β7(skug/skut first launch)i

+ β8(skug/skut second launch)i + β9(canibalization second launch)i

+ δ1(subgroup)i + δ2(new subgroup)i + δ3(gender)i

+ δ4(size on page second launch)i + δ5(background color second launch)i

+ δ6(background color first launch)i + δ7(size on page first launch)i

+ δ8(group)i + εi

The dependent variable, UPP, calculates the amount of units of each SKU sold per order placed.

The independent 35 variables are descriptive variables of each SKU, of which 24 are dummy

variables. I randomly exclude a number of dummy variables to prevent multicollinearity. The

coefficients show the effect each variable has on the UPP, and thus this method has the potential
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to not only provide demand forecasts of the dependent variable, but also useful managerial

advice for adapting to the forces and factors that impact that dependent variable.

I note that of the 35 variables, only some are statistically significant at the 90% confidence

level. I therefore start dropping the insignificant variables one-by-one until I am left with

only statistically significant ones. This leaves me with 17 statistically significant independent

variables of which 9 are dummy variables. I call this model, Model (2).

Model (2):

UPPi = β0 + β1(page number)i + β2(change in price)i + β3(UPP first launch)i

+ β4(price first launch)i + β5(difference in campaigns)i

+ δ1(group)i + δ2(subgroup)i + δ3(new subgroup)i

+ δ4(gender)i + δ5(size on page second launch)i + εi

Next, I form an in-sample and out-of-sample prediction of UPP and plot the results onto a

two-way scatter plot to see the similarity. I then create a similar scatter plot for an in-sample

and out-of-sample prediction on the residuals, rather that the dependent variable (UPP).

I then move onto bootstrapping. Bootstrapping is a type of resampling where large numbers of

smaller samples of the same size are drawn, with replacement, over and over again from the same

group of data. The estimates resulting from the bootstrap iterations are then pooled together

to construct a sampling distribution which can be used to make inferences. This method

allows several data points to be used repeatedly as the sampling occurs with replacement.

Bootstrapping is loosely based on the law of large numbers, which states that if one samples

over and over again, the data should approximate the true population data. I bootstrap my

data with 10,000 iterations and obtain the regression results.
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4.2 Random Forest

After finishing my statistical analysis of the data, I move onto the artificial intelligence analysis.

Random Forests are one of the most popular and dominant ensemble methods used in Machine

Learning today. An ensemble learning algorithm consists of multiple learning algorithms used in

conjunction to obtain better predictive performance. In other words, ensemble methods attempt

to average out the outcome of individual predictions by diversifying the set of predictors, thus

lowering the variance, to arrive at a prediction model that doesn’t over-fit the training set.

Random Forests are built as an ensemble of decision trees and can be used for both classifications

and regressions.

The idea behind a decision tree is to search for a feature-value pair within a training set and

split it in a way that results in the ”best” two subsets. One type of decision tree is CART (a

Classification and Regression Tree), which is a greedy, top-down binary, recursive partitioning

that divides the feature space into sets of rectangular regions. Through a process called tree

growing, branches and leafs are created based on an optimal splitting criteria from an initial

node. After each split, the task is performed recursively until the maximum depth of the tree is

reached or an optimal tree is found. To make predictions, every new instance starts in the top

of the tree and moves along the branches until it reaches a node where no further branching

is possible. However, one disadvantage is that trees have a high risk of overfitting the data

and becoming computationally complex if they are not constrained properly. This overfitting

implies a high variance as a trade-off for low bias. To deal with this problem, we use ensemble

learning, an approach that allows us to correct this overfitting and arrive at better, more robust

results.

Random Forests are trained through tree bagging (or bootstrap aggregating), which consists of

randomly sampling subsets of the training set, fitting a decision tree to each, and aggregating

the results. The Random Forest method introduces more randomness than traditional bagging

by applying the bagging method to the feature space, otherwise known as feature bagging,

that decorrelates the trees. Instead of searching for the best predictors to create branches, it

randomly samples elements of the predictor space, reducing the variance of the trees at the
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cost of equal or higher bias. For regressions, trying 1/3 of the predictors at each split is often

optimal. This feature that Random Forests introduces is especially important for my dataset,

as there is one particularly strong predictor, original units per order (upp lanziamiento). With

simple bagging, most trees will use this strong predictor in the top split, as the greedy learning

algorithm is allowed to look through all feature-value pairs and select the most optimal split

with the smallest error; subsequently, many of the bagged trees become highly correlated and

have many structural similarities. To address this, Random Forests force each split to consider

only a random sample of predictors (m) as split candidates from the full set of predictors (p).

Therefore, (p - m) / p of the splits will not even consider the strong predictor at all. Overall,

the additional randomness in the predictor space further reduces the variance and improves

accuracy. Similarly, because Random Forests only select a subset of predictors for each split,

they can handle significantly larger computations before slowing down and are therefore more

efficient.

I thus apply the Random Forest on a randomly selected 75% of products, using the ‘random-

Forest’ package in RStudio to implement the algorithm. I do this by creating the model seen

in Figure 6:

randomForest(formula = UPP ∼., data = df, importance = TRUE, mtry = 6, proximity

= TRUE, ntree = 200)

The Model uses the same variables used in Model (2), totaling 17 independent variables. The

two main parameters one should adjust in a Random Forest is the size of the random subsets of

features to consider when splitting a node and the number of trees to be grown. Therefore, I set

the algorithm to select 6 random variables at each split (as the optimal number is to select 1/3

of total variables). Thus, as mentioned above, (17-6)/17, or 64.7%, of the splits will not even

consider the strong predictor, original units per order, at all, which will help in decorrelating

the trees. I also choose to grow 200 trees. I do this because, as seen in Figure 5, it is the

optimal amount in terms of lowering the models error. I predict on the test data and plot it

alongside the training data as well. Last, I observe at the importance of every variable used in

my model using the importance() function in the randomForest package in RStudio.
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Results

Table 1 shows the regression results of Model (1), in which many of the 35 regression coefficients

are statistically significant. Not surprisingly, upp lanzamiento, or the original units per order,

was the strongest predictor of the dependent variable, upp, or units per order. Nonetheless,

there are also other variables, such as the change in price, difference in campaigns, gender,

group, and size on page (to name a few), that show significant effects. The RMSE of this

model is .1028.

I then go about dropping the insignificant variables one by one until I arrive at Model (2). The

results from this regression are shown in Table 3, where all the 17 regression coefficients are

significant at the 90% confidence level (at least). These findings answer my second research

question where I ask what variables (if any) have the greatest significant effect on the demand

forecast, as these strongly appear to be them. The coefficients and standards errors of this

model, compared to the previous, are slightly different, but the difference is so small that it

is not of statistical importance. Similarly, the RMSE for this model is .1026, which although

lower, is not statistically different from that of Model (1) either. Thus, because using less

coefficients in the model does not depress accuracy (rather, one can say it slightly improves it),

I will continue using Model (2) for the remainder of my statistical analysis.

My regression models have only been done on 75% of the products (450 products), so I can

now predict my model on the remaining, out-of-sample 25%. Figure 4 shows the results of my
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in-sample predictions plotted alongside my out-of-sample predictions. I create this two-way

scatter plot for both the prediction of the dependent variable (units per order) and for the

prediction of the residuals. In both cases, the predicted value and the actual value appear

highly correlated, meaning that the model did a nice job. Also, because the in-sample and out-

of-sample data points overlapped a lot, we see that the model formed by the in-sample data

did a strong job of predicting the out-of-sample data as well. I then move onto bootstrapping

my data. I use the bootstrap function with 10,000 repetitions on Model (2) for the reasons

outlined above. The results can be seen in detail in Table 5. The coefficients are exactly the

same as the last regression, and the standard errors and final RMSE are again very similar to

the past two regressions. It is a reassuring result to see because it reinforces the robustness of

my data and model. Specifically, the original 75% in-sample regression preformed as well as

the bootstrapped regression (as seen in Table 6). From that I can conclude that using different

samples from my dataset should not change the ultimate result, at least by using a statistical

model; hence, my findings are robust.

The results of the Random Forest are best summarized in Figure 6. We see that the Random

Forest with 200 trees and 6 variables tried at each node results in a RMSE value of .00952.

This was the lowest RMSE the Random Forest could obtain after adjusting the parameters.

Similar to the last scatter plot, Figure 7 shows the predicted UPP values plotted against

the real dataset UPP values; the graph indicates a strong correlation between the two. In

addition, to more closely analyze the model, Figure 8 shows all the variables ranked by level

of importance. Importance here is determined by a robust and informative measure termed

“%IncMSE”, which is the increase in MSE (Mean Square Error) of predictions as a result of

variable j being permuted. More specifically, the way it is calculated is by computing the MSE

of the whole model (MSEmod), then subsequently randomly shuffling one of the variables in the

dataset, so that a “bad” variable is created and a new MSE is calculated (MSEvar1, MSEvar2).

Therefore, “%IncMSE” is equal to (MSEvar1 − MSEmod)/(MSEmod) × 100. Because the

second MSE was created using a bad variable, we would expect it be higher than the overall

MSE. Thus, the higher number, the more predictive, as it raises and impacts the MSE more.

From Figure 7, we see that, as expected, ‘original units per order’ is the strongest predictor,
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followed by price, and change in price. However, ‘original background color’ turns out to have

a negative “%IncMSE” value, meaning that the randomly permuted variable actually worked

better (i.e. the variable should not be important at all).

I then wanted to see if the RSME of .00952 (Random Forest) and .0128 (Linear regression) were

statistically different from each other. I did this by running the Linear regression of Model 2,

and then conducting a t-test. I set the mean of squared residuals from that regression equal

to 0.0000906304, which is the MSE I had gotten from the Random Forest model. Based on

the results, as seen in Figure 9, it is clear that these numbers are not statistically different

from each other, as we fail to reject the null. Last, I wanted to compare the distribution of the

residuals, as it might have revealed an important distinction between the two models. However,

as we can see in Figure 10, there is not a major difference in their distribution either.
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Discussion

With an RMSE of .00952, the Random Forest was a more accurate model when compared to the

statistical models whose RMSE’s ranged from .0126 to .0130. However, the RMSE difference

of a mere 0.00308, though not statistically significant, leads to significant changes in percent

variance explained; the Random Forest has an R2 of 56.62%, while the statistical models have

an R2 of around 43.77%.

I was not too surprised by the results as I anticipated that the Random Forest would be at

least as good as a Linear regression, if not better. This is because a Linear regression is a linear

model, which means it works really effectively when the data is linearly separable. However,

when the data has a non-linear shape, which is usually the case in the real world situations, the

model cannot capture the non-linear features as effectively and instead relies on transformations

for those features. Decision trees, on the other hand, can capture the non-linearity in the data

by dividing up the space into smaller sub-spaces. In addition, Linear regressions tend to

perform worse under high dimensionality conditions, meaning one would typically shift over

to a Random Forest if there are a lot of variables. Also, when the independent variables are

categorical, Random Forests tend to perform better, and with continuous variables, Linear

regressions are usually better. In my case, I used both categorical and continuous inputs,

though more the variables used were categorical.

However, an important question arises, and that is, what exactly defines a “better” or “more
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preferable” model? Though in my case the Random Forest fit the data better, is it sometimes

preferable to still use Statistical Models? To answer that, I have found that the determination

of what is considered a good model actually depends on the particular interests of the orga-

nization. For example, an organization may choose to use a Linear regression even when it

is less predictive because it is more interpretable or speedier. This is often the case when the

purpose of a model is to help others make a decision or if the model is under regulatory scrutiny.

Furthermore, although most academic studies focus on accuracy, findings from surveys indicate

that ease of interpretation and use are considered to be nearly as important to most people

who use such models. This is likely because it does little good to develop an accurate forecast

model that will be misused or misinterpreted by people in an organization.

To that, I suggest an organization try lots of models and observe the strengths and limitations

of each. Additionally, it may be best to use a combination of models perhaps one for its

predictive prowess and one for its interpretability. In fact, the mathematical “no free lunch”

theorem (proposed by David Wolpert and William Macready) showed that there is actually no

one best model - every situation is different - when applied to machine learning. It essentially

states that given any two optimization algorithms, there are no statistical advantages between

one or the other when averaged across all scenarios; thus, a myriad of models should be tried.

However, going back to my results, the interpretability of the statistical model makes way for

a couple of managerial recommendations for DUPRÉE. Because linear regressions allow us

to see each variable’s individual effect on the dependent variable, the statistically significant

coefficients can be used to help create a merchandising and design plan for every catalog. For

instance, the results show that items that appear later on in the catalog actually sell more

(página), as do those that take up a whole page (siz4 ). Therefore, it may be worthwhile

putting the most profitable products on pages by themselves towards the end of the catalog.

It can also help with product selection. Although it is great to cater to all people and tastes,

it would be valuable for the company to know that products that are unisex (gend2 ), for

kids (gend3 ), and for males (gend4 ) have higher “units per order” values. Likewise, earrings

(grup2 ) and jewelry cases (grup5 ) have statistically greater “units per order” values, as do any

products using a combination of gold, silver, and copper (subgrup2, subgrup5). Contrarily,
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jewelry pieces that are painted on do significantly worse (nsubgrup5). Last, the results show

that if there is a longer period of time between an items first and second appearance in a catalog

(diferenciadecampaaslanzami), it will do worse in terms of “units per order”. Thus, if an item

is going to reappear in another catalog, it should be put back into the catalog that is released

right after the one where it made its first appearance in.

Although these findings are specific to the dataset I used, I state them because there is a

larger implication that comes from it: that is, statistical models are easier to interpret and

can provide meaningful information to management that cannot be provided with artificial

intelligence models. The only meaningful variable analysis that could be done with a Random

Forest is shown in Figure 8, where the independent variables are listed according to importance.

However, the Figure does not give any insight on how the input is affecting the variable being

forecasting (i.e. we cannot tell if there is a positive or negative relationship). Thus, the ranking

is actually not nearly as useful, making the interpretation of the Random Forest seem more

like a black box. From this, we see that OLS regressions are preferable if the object of the

model is to learn how sales react to changes in the explanatory variables, such as changes in

the placement in the catalog or size of the display. Nonetheless, Random Forests are preferable

when they do a significantly better job of prediction of sales and that is the objective of the

model; a company may be more interested in better predictions of sales if they need to plan

inventory levels in advance of a catalog release, for example. Therefore, it all depends on the

model’s objective.

I recommend testing this topic further by expanding the research onto other artificial intel-

ligence forecasting models. There are still many effective machine learning algorithms worth

trying, such as Artifical Neural Networks (ANN), Support Vector Machine (SVM) with Gaus-

sian/Polynomial Kernels, Gradient Boosting, and Extreme Learning Machine (ELM). It would

be interesting to see if any of these models can outshine every other model in terms of speed,

accuracy, robustness, and interpretability, or if there is always a tradeoff associated with these

metrics.
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Conclusion

As outlined above, an accurate forecasting model can be a decisive factor in the survival of a

direct sales company. For those reasons, I decide to compare two polar models, Linear Regres-

sion and Random Forest, and attempt to determine which should be used by the companies in

such industry. After testing the two models, my results prove that for the direct sales company

I looked at, at least, the Random Forest algorithm was technically the most accurate demand

forecaster with an RMSE of .00952, compared to the Linear models RMSE of around .0128.

However, the difference in the two models’ RMSEs was found to not be statistically significant.

This was interesting to see because although the Random Forest is much more computationally

complex and did preform slightly better, it did not do so in a statistically significant way. Even

more so, I found that the Linear Regression was able to provide insight on the descriptive

variables that I was not able to obtain with the more obscure Random Forest model, a clear

advantage of the Linear model.

One, however, can make the argument that even the slightest improvement in model accuracy

can save a large company thousands of dollars over time, and a company should therefore

always choose that one. It is a fair point to make because in such an industry, accuracy will

often be the most important metric to look at when evaluating a forecasting, as needing to plan

inventory levels in advance of a catalog release can be a very delicate matter. In these cases,

Random Forests should be the preferred model because we did see a slight out-performance.
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However, if, for example, a company is planning the layout of a catalog and wishes to learn

about how sales react to changes in the explanatory variables, a Linear Regression would best

help the company harness that knowledge from the data. Thus, the determination of a ”best

model” will often be dependent on what the model is intended to be used for.

To conclude, these findings ultimately offer only supplemental evidence to many related studies,

while expanding the knowledge base of forecasting onto the direct sales industry. I recommend

a number of additional models to test for further research on my conclusions.



Appendix A

Tables and Figures

Figure A.1: Screenshot of dataset.

Table A.1: Summary statistics of dependent and independent variables.
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Figure A.2: Shows a “downward sloping demand curve” when the change in UPP is plotted
against the change in price
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Table A.2: Summary of dummy variables.
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Figure A.3: Histograms of dependent and independent variables.
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Table A.3: Model (1) - Regression results on 75 percent of the products (randomly selected).
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Table A.4: Model (2) - Regression results on 75 percent of the products (randomly selected),
dropping all variables that are not statistically significant at the 90 percent confidence level.

Figure A.4: Two-way scatter plot: In-sample and out-of-sample prediction of UPP (left) and
in-sample and out-of-sample prediction of residuals (right).
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Table A.5: Bootstrap with 10,000 replications on 75 percent of the products (randomly selected
with each replication).

Table A.6: Comparison of results from statistical models.
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Figure A.5: Graph measuring error of Random Forest with respect to given number of trees.

Figure A.6: Random Forest model and results (in RStudio).

Figure A.7: Two-way scatter plot: Actual UPP vs. Predicted UPP.
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Figure A.8: 17 independent variables listed according to importance in the Random Forest.

Figure A.9: One sample t-test to check if RMSE of the models are statistically different.
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Figure A.10: Kernel densities of the residuals of each model, for comparison.
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