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Abstract
Non-stationary time series, time series that contain changes in the underlying distribution, are ubiquitous in real-world data. Across social and biological systems, to
the Internet, economics, and physical systems, time series arising from complex systems in particular tend to behave spectacularly poorly, leaving traditional time series
methods unable to represent or predict such systems well. This becomes even more
challenging in the context of online learning, as we sequentially learn from, adapt to,
and make predictions with new data. Furthermore, it no longer makes sense to attempt
to bound expected loss in this setting: the best we can hope to do is bound regret, a
measure of comparative loss. Machine learning methods have approached this problem
by combining many models, or “expert” forecasters, in the formal problem of online
prediction with expert advice, leveraging tools from statistics, machine learning, game
theory, and computational learning theory.
In the context of prediction of expert advice, I introduce a new algorithm, which
modifies the pre-existing fixed shares forecaster [16] and exponentially weighted average
forecaster [23] to incorporate a growing ensemble of expert predictors. The growing ensemble creates an ensemble of temporally specialized experts, designed to predict well
in the face of non-stationarity, especially in such ill-behaved processes from complex
systems. I prove several theoretical results about the algorithm about its weighting behavior, with respect to modifications of the exponentially weighted average forecaster,
and its performance, by theoretical regret bounds with respect to the best expert. I
test the algorithm on four data sets from two domains of complex systems, and show
that the algorithm is successful.
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Introduction

Time series with non-stationarities, or changes in the underlying distribution, are incredibly common in real-world applications and create challenges for forecasting such processes.
Sometimes these changes in the distribution are easy to predict or easily adapted to: for example, using parametric models to estimate fluctuations in the data, or simpler de-trending
to handle certain kinds of time-dependencies, such as seasonality. However, in many processes arising from complex systems, these fail to be effective, whether in predictive power or
accuracy of representation; in classes of non-stationary time series for which de-trending is
no longer an appropriate or adequate coping mechanism, we require tools for prediction that
confront this challenge. This is the case in many real-world processes arising from complex
systems, which are systems of many interacting and interrelated parts, possibly adaptive,
and sometimes described by nonlinear dynamical systems, in domains from biology (gene
expression; antibiotic resistance), neuroscience (neuronal models), macroeconomics (stock
prices), natural and physical systems (climate), to social and engineering systems (anomaly
detection for credit card fraud; electricity consumption), among many other important examples.
Attending to simply the non-stationary aspect of these processes, it is important to
recognize the immediate challenge in predicting incoming, potentially non-stationary data.
If the underlying process changes, our prior experience with old data need not tell us anything
about the future. Then intuitively, the question at hand is straightforward: if the future
doesn’t behave like the past, how can we still make predictions well? That is to say:
R0. How do we predict (reasonably well) about the future when it doesn’t (necessarily)
behave like the past?
This work focuses on the types of systems that don’t behave well, and, given that, what
resources we have or can create to reason about their behavior, both for prediction and in
retrospect.
Of course, it remains to define what I mean by predicting “reasonably well” (our clause
to make this a slightly more reasonable or even remotely attainable goal), to discuss these
3

ill-behaved systems, and to clarify these notions of prediction and behavior of the future.
To address these concerns and attempt to answer this question, I primarily draw on tools
from the worlds of computational learning theory and machine learning, as well as statistical
learning, and game theory, to work within the domain of prediction with expert advice.

1.0.1

Time series, non-stationarity, and complex systems

In statistics, the classic treatment of time series generally requires assumptions on the behavior, in particular, stationarity; non-stationarity is generally assumed to arise from time
series that are relatively harmless and may be handled by simple de-trending (as in standard
time series textbooks, for example, Shumway and Stoffer [41]). Non-stationarity is typically
described by a drifting mean or seasonality, and the techniques suggested are to address these
types of problems. Much of the work that weakens the assumptions of stationarity comes
from the field of machine learning, where time series from many common applications are
expected to undergo changes in behavior over time. In the machine learning literature, nonstationarity is usually referred to as concept drift, where the target “concept” to be predicted
changes (e.g., [37], [48]). This is described either by a changing probability distribution or by
a changing set of target concepts (although this could be described as a changing probability distribution over the superset of possibly qualitative targets, where infeasible targets are
treated as extremely unlikely). In application, an example of this would be detecting content
on websites or in news stories, where we might observe a shift in category, or concept, from
“sports” to “business,” or from “Libya” to “Donald Trump,” for example.
There are other forms of relatively harmless non-stationarity: some processes can be
modeled by a Markov process or more generally by conditional stationarity [5]; we can also
borrow tools from dynamical systems [47] to model certain processes. However, working
with processes arising from complex systems often demands more, especially when designing
an effective predictive model would demand too much of the system, data or assumptions
on the future. Methods for time series from complex systems, which are often non-linear,
adaptive, and contain feedback loops, then must handle additional difficulties; however, by
drawing on techniques ranging from physics to machine learning [39] and attending to these
4

Figure 1: A non-stationary time series of interest: 340,000-year climate reconstructions
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cases in particular, we can help address these challenges. These applications are not rare,
and arise across social, economic, biological, physical, and engineered systems. For example,
in Figure 1 we can easily observe non-stationarity (trivially, we can say that the mean is not
constant, given different stretches of time) in data from 340,000 year1 climate reconstructions
of Antarctic temperatures [30], which we will return to later. These data show some kind of
periodic behavior of repeated glaciations, but with some subtlety required.
In cases of non-stationarity, our usual tools for measuring performance on time series
may become less informative: instead, we may be more interested in how well we can adapt
to changes in the process, or how to abandon expectations on future behavior. This requires
reinterpreting how we compare models and data (related discussions: for macroeconomic
time series [10]; defining loss in our forecasting context, [7]). We may also choose to take
on goals of learning and forecasting with structural breaks [24] or detecting anomalies [34].
In the machine learning literature, Minku et al. [25] attempt to categorize “types” of nonstationarity, noting that concept drift is generally only categorized by speed and recurrence,
1
For reference, modern Homo sapiens appear to have only evolved within this period; effectively all of
human civilization evolved within the upper-left cluster of recent warmer temperatures.
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which is too simple a framework framework compared to other possibilities for (mis-)behavior
on behalf of the time series. They propose a more detailed hierarchy of criteria to classify
types of concept drift. Recognizing the diversity of types of concept drift highlights the need
for methods and tools that are effective across applications. Ideally, we can inform the design
of methods for coping with non-stationarity by exploring how we measure and test tools in
these settings, considering across different types of non-stationarity.

1.0.2

Online prediction and non-stationarity

The natural application of modeling time series is forecasting, in which we are interested in
predicting the state of the system at future time periods. Here, I assume discrete, evenly
temporally spaced time steps, and so the problem becomes: given the past t units of time
(e.g., days, centuries, fractions of a second), what is the output of the system at time t + 1,
or more generally, at some time t + k?
Intuitively, it makes sense that any reasoning about the future would be based on the
past. However, to make strong claims about forward-looking expected loss, the underlying distribution of the future must be known. Claiming to do so confronts no reasonable
definition of expectation over non-stationary time series. Otherwise, we would immediately
encounter the problem of induction; that is, just because the sun rose yesterday, and the
day before that, and the day before that, need not imply it should rise tomorrow, such that
the (at least, recent) past is an unreliable indicator of future behavior. That said, if you are
told the sun would not rise tomorrow, the challenge would remain to decide validity of that
source; alternatively, if you are told that sales in retail will go down this Christmas because
the economy is in a recession, it could make sense to preemptively adjust your model if this
does not fit the expected model.
In machine learning, this is often confronted in online learning, or incremental learning,
[14, 26], in which we sequentially make predictions using data as it becomes available. That
is, at each time t, given some subset of past instances from time 1, . . . , t, we must make
a prediction, ideally using algorithms that “learn” from incoming data, possibly adapting
the predictive model as new instances are seen. “Online” prediction is the complement to
6

traditional offline learning, in which all data is made available to be learned at once.
In addition to its analogy to forecasting time-varying systems (e.g., sequentially predicting the weather for tomorrow, observing the result, and predicting again), online learning
algorithms appear in a number of other applications. Data streaming, for example, moves
through sets of data sequentially to handle collections of data too large to be examined at
once. Non-stationarity in the online case also highlights several applications: changepoint
detection and anomaly detection yield significant practical and important challenges in application (e.g., well-log data, the Dow Jones Industrial Average, and coal mining accidents
[32]; credit card fraud detection [46]) and draw on similar techniques.

1.0.3

Coping with concept drift

Working with concept drift immediately presents challenges within the online setting: we
want to be able to work well with noisy processes, and not overreact or overfit, and at
the same time, we want to be sensitive to drift, both detecting shifts and reacting quickly
once detected [48]. This tradeoff in sensitivity recommends approaches that can support
both resistance to noise and sensitivity to concept drift, and of these, two significant classes
emerge: learning algorithms that draw on different sets of instances (instance learning),
and algorithms that draw on a set or sets of sub-algorithms or models (ensemble learning)
[44, 48]. By drawing on different sets of instances or algorithms, we play off of the concept
of bootstrapping to build stronger learners; furthermore, the strategy of combining weak
models to build good online learning algorithms has been formalized through other domains
of computer science [36].
In ensemble learning, we can apply this to build good online learning algorithms by
combining sub-algorithms, presumably weaker individually, and describe how the models or
learning algorithms are combined by meta-algorithms, also called wrapper algorithms. These
vary widely, from extensions of model averaging [4, 14] to online, competing ensembles of
models [43, 46]. Furthermore, combining a diverse ensemble of models can improve the predictions of algorithms [25], even where diversity is created by combining overfit models [42].
As concept drift is of great practical importance, these wrapper algorithms are sometimes
7

designed with intended application to time series or data streams with concept drift (e.g.,
[21, 27, 38]).

1.0.4

Prediction with expert advice

Rather than thinking of these weak models as components of a larger, aggregated model,
we can reinterpret the component models’ predictions as “advice,” which can be sought
out and considered while trying to make the optimal prediction.2 Then taking advantage
of the obvious human analog, we can define prediction with expert advice by the situation
where we have an unknown future, seek advice from “experts,” who may or may not have
better insight or outside information about the future, and make a prediction using their
advice; we do this repeatedly, each time reevaluating how we use the expert advice. In
this problem, these experts are typically represented by theoretical models, although this
framework technically makes no such practical restrictions. Our theoretical requirements
for the experts put no restriction on their prediction mechanisms: we black-box our experts
to allow them to possibly be poorly chosen (e.g., they always provide terrible advice), to
have outside information about the system, or even be a prescient Oracle with some perfect
knowledge of the future.
Receiving advice from these experts, then, we would want to be able to differentiate
advice from the clueless expert and the Oracle; in particular, we want to make the best
prediction possible, ideally predicting as well as the Oracle, or other best available expert
at that time, especially if we are actually receiving advice about the future from the Oracle
(and by definition from the best available expert). If we are sequentially making predictions
using expert advice, then to make the best prediction possible, we would want to learn from
expert performance to understand how to use their advice optimally. For example, we would
ideally detect the presence of an Oracle (or near-oracle, or prescient octopi during major
2

Prediction in machine learning usually falls into two categories: regression and classification. “Regression” in the machine learning literature refers to prediction with numerical outputs, regardless of how they
are produced, whereas “classification” refers to prediction of discrete, and possibly qualitative categories, often using voting strategies [14]. Prediction with expert ensembles algorithms are still relevant in this related
context, e.g., [38], or [46], and are often produced in conjunction with or prior to the analogous regression
algorithms.
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sporting events, as the case may be) and weigh their opinions more seriously; alternatively,
we would like to ignore or discount advice from experts who make poor predictions. Finally,
experts may provide better or worse advice at different times, so we would want to learn
when and if these experts improved or declined in advice quality. This setup approximates
the framework of (online) prediction with expert advice, motivated by adaptively weighting
“expert advice” from different models. For non-stationary processes, it would be likely that
different models would perform better at different time periods. By attending to how expert
advice is weighted over time, we may design weighting schemes that better adapt to changes
in expert quality or in the system being predicted, which may be related events. This yields
a more specific and formal version of my original research question:
R1. How can we improve algorithms for online prediction for expert advice to better cope
with non-stationary processes? Can we leverage these results to better predict (often poorly
behaved) processes arising from complex systems?
In attempt to answer these questions, I use the framework for online prediction with
expert advice to present an algorithm that uses temporally specialized experts to make better
predictions of non-stationary time series. I explore the design and theoretical performance of
the algorithm and its predictive and retrospective performance using data from two examples
of complex systems.
In section 2, I discuss the history of online prediction with expert advice, focusing on
the development of the family of Tracking the Best Expert algorithms and relevant attempts
to adapt this kind of learning algorithm to handle non-stationary prediction. After introducing formalized definitions and results from the literature, I present the algorithm and
theoretical results of the ongoing work by Shalizi, this author, and Clauset [40] and discuss
its implications in section 3. I apply this work in section 4, where I present an implementation of the algorithm and explore two disparate examples from real data: time series drawn
from macroeconomic data and paleoclimate modeling. I conclude with a discussion of the
algorithm’s performance and future directions for research in section 5.

9

2

Literature Review

Prediction with expert advice Moving into the real world, the problem of prediction
using human (expert) advice touches on the vast literature on individual and collective
decision making; of decision-making processes, however, the closest analog is the modern
Delphi Technique. In reference to the Oracle of Delphi’s advice, the Delphi Technique
collects and presents expert advice for decision-making from the guidance of a panel of
experts. In practice, there are some issues with implementation (e.g., [35]), not unrelated to
the well-studied social psychological phenomenon of manipulability of individual behavior
in groups. Regardless, prediction with human expert advice affords a convenient framing of
the problem. The practical and theoretical combination of agents advice is of great interest
in real-world applications, and has been studied across a number of fields, from game theory
to cognitive science.
Here, we move towards a theoretical aggregation of expert advice, in which our ‘experts’
may be humans, oracles, theoretical models (such as linear regressions or decision trees),
or of some other known or unknown prediction mechanism. In practice, I implemented the
experts here as theoretical models (in particular, autoregressive models). To allow for this
in theory, the experts are treated as black-boxes for prediction, making no assumption on
their actual prediction-making strategies; they can then be combined under certain rules,
generally through sequentially updated weighted averages. This branch of work, drawing
from statistical learning theory, decision theory, and computational learning theory, examines the forecasting and weighting rules and statistical properties of algorithms that use
predictions from expert ensembles to make online forecasts. This family of algorithms stems
from Vovk’s work in aggregating strategies [45] and Littlestone and Warmuth’s Weighted
Majority (WM) algorithm [23]. This work is captured by the problem of prediction with
expert advice, also known as individual sequence forecasting [6]. For further context, we also
draw on the machine learning literature on ensemble algorithms as a class of concept drift
algorithms.
Working with theoretical models for learning and prediction, combining expert advice
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then becomes a clever variation on aggregating models (discussed in [14]; for example, bootstrap aggregating, or Bagging, as one such technique [4]). The “strength of weak learnability” [36] brought Boosting over weak learners into the probably approximately correct (PAC)
learning theory framework (see [26], pgs. 203-207 for a brief discussion). Along these lines,
after the development of the problem of online prediction with expert advice, the well-known
Boosting algorithms were adapted into the decision theoretic framework of prediction with
expert advice [12] for concept drift [38].
Although we are designing for non-stationarity, or concept drift, this literature [16, 7]
generalizes the input set of instances y1 , . . . , yn , by detaching all assumptions on how the
sequence is produced: the experts (and then our forecaster, using expert advice) iteratively
observe and predict this sequence. I return to this in subsection 3.0.5. This work is aligned
with universal prediction (for a serious introduction, see Feder & Merhav [11]), for moving
away from standard probabilistic assumptions on the sequence and aiming to predict as well
as if we had known the underlying model in advance. This is also useful to distinguish
our approach from Bayesian methods. Universal prediction also provides a framework for
judging forecasts; for macroeconometrics, related efforts have appeared, although they are
relatively uncommon in applied fields: Diebold and Kilian [10] introduce a notion of measuring predictability to compare forecasts in difficult empirical time series, where past data
may not be useful for predicting the future.

Tracking the best expert The framework of online prediction with expert advice was
originally developed out of Vovk [45] and Littlestone and Warmuth [23]: they combine ensemble learning with the universal prediction setting, seeking to perform (almost) as well as
the best algorithm in the ensemble. That is, given an ensemble of online predictor algorithms
(more generally, experts), the goal is to design a meta-learning algorithm that sequentially
observes data, trains the ensemble algorithms on the new instances as they come in, makes
a prediction by weighted average (or probability distribution, weighted votes, or similar), of
the expert predictions, and updates the weights on the individual experts, either punishing
or rewarding the expert’s weight based on their loss in that iteration. This work begins with
11

Vovk’s probabilistic Aggregating Algorithm and Littlestone and Warmuth’s Weighted Majority Algorithm: these algorithms provide the basis for the exponentially weighted average
forecaster [7], presented formally in Section 3.1.
The exponentially weighted average forecasters of Vovk and Littlestone and Warmuth
use “static” regret bounds to measure performance, by comparing performance against the
single best expert, even if the true “best” expert is shifting over time; Herbster and Warmuth
instead define tracking regret to consider the best sequence of experts, with some limitations
[16]. I present these definitions formally in 3.0.7 as preliminaries to our work. Under the
“tracking the best expert” framework, Herbster and Warmuth show that the exponentially
√
weighted average forecasters can still fall within regret bounds of O( n ln q), for an ensemble of q experts and a sequence of instances y1 , . . . , yn of length n. Herbster and Warmuth
also introduce the Fixed Shares Forecaster, which is computationally more efficient than the
exponentially weighted average forecaster and can be shown to have equivalent statistical
properties, including identical regret bounds. [16] The Fixed Shares Forecaster also guarantees a minimum “fixed share” of expert contribution to the weighted combination of experts,
which allows experts to recover more quickly from bouts of poor performance. I return to
this in Section 3.1 and present a modification of Herbster and Warmuth’s original framework.
The exponentially weighted average forecasters and the fixed shares forecaster are the basis of a number of extensions within the framework of prediction with expert advice (beyond
our own, e.g., [1, 12, 18, 19, 22]). Other modifications of the exponentially weighted average
forecaster to similar ends have been experimented with, and these changes are often made in
the name of coping with concept drift. For a prominent example, Monteleoni and Jaakkola
[27] introduce adaptation in the parameters that are usually fixed and set beforehand: they
modify the setting of the switching rate α to adaptively change during different regimes.

Temporally specialized experts One way to cope with potential concept drift is to
introduce diversity through temporal specialization, allowing experts or models to be restricted to different subsets of the past, with the idea that different time periods are more
representative of the present state than others. The early FLORA algorithms [48], for online
12

learning with concept drift, take advantage of the online setting by examining time windows
to design temporally specialized instance subsets, of variable length, scope, or availability. FLORA and its related family of algorithms create and refine classifier rules based on
data available in time windows. Early ensemble learning, as in STAGGER [37], combines
incremental rule-based classifiers to handle concept drift. Together, these two methods,
temporally specialized instance selection and ensemble learning, suggest the possibilities of
temporally specialized ensembles. In addition, different temporal qualities of concept drift
have been taken under consideration: for example, Yeon [49] uses penalized regression with
model averaging to update weights differently based on detected gradual (or evolutionary)
concept drift as opposed to abrupt shifts. Sliding time windows have since been used with
expert ensembles: for example, [38] uses Boosting to combine experts learning from batches
of data (equivalent to taking epochs of data as single collections of instances as input) taken
from sliding time windows. The SEA algorithm, [43], discussed later, introduces experts
trained on single batches of data to their ensemble. Ensemble algorithms that use temporally specialized experts or expert ensembles are not new, but several recent attempts merge
these efforts even further.
Kolter and Maloof, first in [19], introduced the Dynamic Weighted Majority (DWM)
algorithm, using ensemble learning tools to confront concept drift by periodically introducing new experts. Updated in [20], the DWM algorithm descends from the exponentially
weighted average forecaster setup (not coincidentally from the WM algorithm of [23]) and
works by limiting the total number of mistakes allowable: note that this, as do many other
algorithms in this family, begins with concept drift as a classification problem, and extends
to regression. Iteratively, the DWM algorithm trains the ensemble on new data and receives
their predictions, combines them as a weighted average, punishes their weight by some factor
if they make a mistake, and with probability p introduces a new expert and deletes experts
with weight below some threshold. Since all experts begin with the same weight and are
punished equally for losses, this bounds the number of mistakes possible. This contains
mechanisms for both introducing new experts and pruning the size of the ensemble, but is
limited by the performance bounds and pruning methods.
13

Kolter and Maloof [21] later introduced additive expert ensembles via the AddExp algorithm, through which new experts are introduced in response to errors above a certain
threshold; this also borrows from the exponentially weighted average forecaster of [23]. New
experts begin training from when they are introduced, so temporal specialization is introduced by possibly many newborn experts during periods of poor performance of older experts.
However, the error threshold is set in advance, so AddExp is especially susceptible to both
adversarial and highly noisy settings, and is possibly weak in cases of non-stationarity. Cases
with an adversarial mechanism or high noise could potentially lead the algorithm to produce
a new expert every, or nearly every, time step, especially if the threshold was relatively low
with respect to the system. Alternatively, if the threshold was sufficiently high with respect
to the system, their algorithm risks underfitting and not catching more significant changes
to the underlying distribution; similarly, a high threshold creates resistance to introducing
new experts, which keeps them from training new models on data that may have occurred
after the break in stationarity, especially in cases of gradual shift.
Kolter and Maloof [21] also introduce the aptly named Oldest First and Weakest First
pruning mechanisms to reduce the number of experts created by AddExp. (They previously
implemented a version of Weakest First pruning for the DWM algorithm [19].) Both mechanisms help maintain a reasonably sized ensemble; Weakest First additionally can be used to
bound the amount (or magnitude) of mistakes made. In this context, both mechanisms are
particularly susceptible to noisy and adversarial input: older experts that have seen more
data, and weak experts that aren’t currently well-performing, are eliminated periodically to
maintain a reasonably sized ensemble. However, we know that AddExp is especially susceptible to noise, and it could be driven to introduce a new expert every time step: in this case,
eliminating by the Oldest First rule could lead to eliminating older experts that could be
most useful in future time periods. Similarly, considering concept drift, we can imagine a
case where Weakest First eliminates a newly or currently weak algorithm well suited for the
upcoming shifted target concepts. In any adversarial setting, given the fixed threshold and
either mechanism, the rules of the forecaster could quickly become apparent to an Adversary
and used to mislead the forecaster. Pruning is a non-trivial issue for these algorithms, partic14

ularly where the practical applications of interest are often in settings with massive amounts
of data. In addition, pruning and efficiency goals often shape the design of algorithms, as
we will see in SEA [43], which may require other sacrifices.
The streaming ensembles algorithm (SEA) [43] uses temporally specialized forecasters,
falls in with the adaptive window algorithms and introduces an incremental learning algorithm that works with batches (collections of sequential instances, or epochs of data): new
experts are introduced with each batch, but only included in the ensemble if they perform
sufficiently well on that batch. It preserves a fixed number of experts in the ensemble, and
considers data in batches; SEA uses unweighted majority voting over expert predictions,
and is based on classifying two-class problems. Their algorithm trains experts only on single batches of data, so once introduced, they cannot learn (but only be evaluated against)
new data. This creates weakness both by inhibiting learning new models and potentially
eliminating future optimal models that are not yet relevant or strong because the algorithm
requires initially strong performance by experts. Both of these weaknesses are of special
concern in cases of non-stationarity.
A related framework for inducing temporal specialization is the sleeping experts problem,
which modifies the availability of members of the ensemble. Kleinberg, et al. in [18] work
within the sleeping experts setting and with partial information (from the multi-armed bandit
problem) to seek performance in terms of payoffs, but where the subset of experts available
may be chosen by an adversary. Prior to that, Freund et al. established the problem of
sleeping experts by specifying subsets of the expert ensemble at every time period to be
“awake,” or available to make predictions, or “asleep” (in contrast to the usual “insomniac”
framework, with all experts awake all the time) [13]. The authors aim for low regret with
respect to the best mixture of experts. Technically, a growing ensemble (as I will introduce
here) could be specified under these conditions, with additional limits placed on how experts
form predictions and how new experts are treated; however, we lose much of the information
gained by the structure of our setup, and we will seek to define (and minimize) regret
differently.
Koolen and Erven [22] use hidden Markov models (HMMs) for experts that train on
15

different epochs of data, following a “local learners interpretation” of tracking the best expert,
similar to Freund et al.’s sleeping experts [13]. They introduce two notions of local learners:
“sleeping” experts, which learn their relative time reference point (i.e., know for how long
they were asleep), and “freezing” experts, which do not learn their segment timing, where
timing is relevant input while working with HMMs. Working with artificial, and by no means
unreasonable, data sets, Koolen and Erven demonstrate the effectiveness of the sleeping and
freezing local learners’ exponentially weighted average forecaster, suggesting data like mixed
unit root processes to recommend the use of freezing experts. They introduce a modification
on the fixed shares forecaster [16] using expert HMMs, an approach similar to Monteleoni
and Jaakkola’s modification for an adaptive switching rate [27]. However, Koolen and van
Erven acknowledge situations in which more limited training sets were not beneficial, and
learning more data would be better, especially for experts that take more time to learn, and
that this is yet to be reconciled.
In pursuit of temporal specialization of a different sense, Hazan and Seshadhri [15] define
adaptive regret, moving away from the tracking the best expert framework to bound regret
over contiguous intervals. They work with a multiplicative weighting scheme [1], and in
“Follow-the-Leading-History” [15] introduce a new expert at every iteration, both drawing
from only a “working” subset of experts and frequently removing experts from availability
for future use. While this has some of the strongest parallels to our algorithm (introduced
here in 3.1.3 and in [40]), they abandon the practical strength of the fixed shares framework,
which is otherwise useful to maintain or preserve experts for potential future relevance and
application. Additionally, they take on strong assumptions about the experts’ performance
in order to guarantee good “time-uniform” regret. Their strong requirements on the experts,
including the dismissal of experts that are poorly performing in the present, hurts this type
of strategy in difficult non-stationary and adversarial settings, similar to the problems of the
SEA algorithm [43].
Coming from econometrics, Maheu and Gordon [24] use Bayesian methods to also introduce a similar algorithm: for the introduction of experts (“submodels”), they posit a
structural break to occur at every time step, and for each structural break introducing a new
16

expert that learns only the data occurring after that break. (This will be equivalent to our
notion of introducing an expert every τ = 1 time steps. In addition, we look at GDP data,
as do Maheu and Gordon.) They, however, incorporate priors that are ideally theoretically
grounded in macroeconomics, to establish the weighting among the temporally specialized
experts; they also assume that we know the probability of an upcoming structural break in
the next time period. Their work is in the tradition of Bayesian econometrics and so their
results are framed in this light.
Finally, the pursuit of temporal specialization should not be in vain. Minku et al. [25]
argue that diverse expert ensembles cope better with concept drift, especially given the heterogeneity of types of concept drift and the challenges associated within and across each
type. Our goal, introduced in [40], is then to create diverse ensembles of temporally specialized, differently-aged experts, who together cross the spectrum from local models to global
models for regression. This range in age (and consequently, training instances) would automatically build in the desired diversity to the ensemble. From this diversity, we should be
able to cope with completely stationary processes (where the oldest expert is perhaps the
most precise) and abrupt shifts (where the newest expert is likely to be best trained), among
the other types of drift, as classified in [25]. Developing our algorithm within the framework
of prediction with expert advice affords us the theoretical framework (along the lines of [16])
and historical context to situate our algorithm.

3

Theory

Before introducing the algorithm and accompanying theoretical results, I set the theoretical
framework with some significant results from the literature.

3.0.5

Assumptions on the generating process

Standard statistical decision theory generally assumes that time series of interest have been
generated by an easily removed and easily extrapolated deterministic trend, with stationary
fluctuation around the trend which can then be modeled. Usual coping methods for known
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non-stationarity then involve some kind of detrending [41]. In contrast, we abandon these
assumptions, and allow for the possibility of a potentially deterministic, stochastic, or even
adversarially adaptive mechanism generating our sequence. Therefore, we can’t hope to
guarantee a small expected error (risk) in the future, because that would require even the
existence of a trend for us to depart from.
Instead, the best we can hope to do is abandon minimizing risk, and instead minimize
regret: the difference between our (the forecaster’s) loss to the experts’. The need for this
comparison is discussed in [7], and shares a history with universal prediction [11]. First, I
present the formalization of the problem of prediction with expert advice, then define regret
in 3.0.7. Recall that the goal then becomes to predict (nearly) as well as the best expert for
each time; however, that would require knowing in advance which expert that was —and in
that case, we would not need to consider the other experts at that time to best minimize
our regret. This frames our goal: we would like our forecaster to predict nearly as well as
an oracle who knows in advance the best expert for each moment in time, and we measure
how well we achieve this goal by bounding our worst-case regret.

3.0.6

Expert advice as a repeated game

The problem of prediction with expert advice, also known as prediction of individual sequences, can be defined as a repeated game, reflecting the sequential nature of online prediction. The game consists of two players, our forecaster and an environment that produces
the outcomes of the sequence. The Environment can produce the outputs deterministically,
stochastically, or even adversarially, which is aligned with having abandoned the standard
statistical assumptions (as in 3.0.5) for the generation of the sequence of interest.
In the game between the Forecaster and the Environment, the adversarial case could be
imagined as the Environment acting against the experts’ heuristics for producing advice,
for example, to mislead the forecaster about the true qualities of the individual experts.
(The adversarial case becomes very important when designing pruning mechanisms, as we
saw in [21], where experts could be eliminated based on these measures.) Additionally, the
Forecaster draws advice from all q experts, described in [7].
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I assume D is a convex decision space, from which we can draw convex combinations;
this assumption is not necessary but excluding it requires some restructuring, using randomization and expected regret.
Game theoretic setup: Online Prediction with Expert Advice [7]
Players: Forecaster, (potentially Adversarial) Environment
Initialize: q experts; decision space D; outcome space Y; loss function `
For t = 1, 2, . . .

1. Environment chooses next outcome yt ∈ Y and expert advice {fi,t ∈ D|i = 1, . . . , qt },
and reveals the expert advice to the Forecaster.
2. Forecaster chooses prediction p̂t ∈ D
3. Environment reveals outcome yt
4. Forecaster incurs loss `(p̂t , yt ), and each expert i incurs loss `(fi,t , yt )
Note that in this setting, we need only let qt change for different values of time t to support
ensembles of a different size.

3.0.7

Regret

Using the game theoretic setup, we may now define our notion of forecaster performance
(recall that bounding loss is no longer a reasonable goal). I now define regret, following [7].

Regret vs. a single expert This setup allows us to formalize our notion of regret with
respect to expert i, for i ∈ {1, . . . , q} [7]. Define instantaneous regret ri,t = `(p̂t , yt )−`(fi,t , yt ),
and let cumulative regret be defined:

R(i1 , . . . , it ) =

t
X

`(p̂s , ys ) −

s=1

t
X

`(fi,s , ys ),

s=1

where we consider the cumulative loss of the expert i to the forecaster’s cumulative performance up to time t. In parallel to cumulative regret, we define cumulative loss Li,t =
Pt
s=1 `(fi,s , ys ) for expert i.
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Regret vs. the “best” expert To find a baseline for measuring regret, our goal is
to compare to the best expert. A simple solution would be to compare against the bestperforming expert, fitting with this notion of regret. We can then compare across all experts,
and redefine regret with respect to the best overall expert by:

R(i1 , . . . , it ) =

t
X

`(p̂s , ys ) − min

i=1,...,N

s=1

t
X

`(fi,s , ys ).

s=1

However, it is not unreasonable to assume that some experts may perform better during some
lengths of time than others, and that, in fact, the best expert for a given time period may be
different than for other time periods. We would most expect this in cases of non-stationarity,
where it would be easy to imagine that perhaps some experts adapt more quickly to the new
paradigm, they have side information that indicates a regime change, or simply that the old
’best’ model has been broken.
To handle this, we would want to consider the best sequence of experts: let this be
denoted by the action sequence i1 , . . . , in , representing the chosen sequence of experts and in
which it , the expert for time t, need not be different than it+1 . This notion of regret tracks
the best set of actions from It , the set of available experts defined for each time t = 1, . . . , n.
We may then redefine cumulative regret, again following [7]:

R(i1 , . . . , it ) =

t
X

`(p̂s , ys ) −

t
X

`(is , ys ).

s=1

s=1

for is ∈ {i1 , . . . , it }. Here, we compare to the best sequence of actions, chosen as if known in
advance (this is of course why we are limited to only computing retrospective regret), which
creates a very useful construct, known as tracking regret [16]. However, even if we limit the
number m (which we will call size of the sequence) of switches of expert, where it 6= it+1 ,
we still end up with combinatorially many action sequences, although many fewer than if we
did not control the size. We will see that some forecasters can cope with these options more
efficiently than others.
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3.1

Forecasters

Until now, I have remained vague about how the forecaster combines expert advice to actually
form their predictions p̂t . Ideally, the forecaster would incorporate beliefs about the experts
into how it uses advice; the forecaster aims to do as well as possible with respect to all of
the experts. Better yet, this should be with respect to the best expert, as our performance
necessarily looks at least as good as the worst expert —although what the forecaster believes
to be the best expert, and the truly optimal expert, need not be the same, prior to learning
the truth. Here I present an early forecaster, the exponentially weighted average forecaster,
developed by Littlestone and Warmuth [23] and Vovk [45], based on the exponential potential
(see also [1]). This forecaster is improved in Herbster and Warmuth [16], introducing the
Fixed Shares Forecaster and the formalization of “tracking the best expert.” I then present
modified versions of these algorithms based on growing ensembles, and prove regret bounds
for these forecasters.

3.1.1

The Exponentially Weighted Average Forecaster

The exponentially weighted average forecaster (EWAF) [23] is derived from the exponential
potential, which has convenient properties for aggregation. At each time step, each expert’s
weight is updated with respect to its loss in the previous round. We define the learning rate
to be η > 0. Define expert weights φi,t for all experts i = 1, . . . , q, and instances t = 1, . . . , n:
φi,t−1 e−η`(fi,t ,yt )
eηRi,t−1
P
=
.
φi,t = Pq
q
ηRj,t−1
−η`(fi,t ,yt )
j=1 e
j=1 φj,t−1 e
The assignment and updating of expert weights corresponds to the notion of sequential belief
assignment. Going further, write the weight of the expert sequence i1 , . . . , in at time t as
φt (i1 , . . . , in ), where:
φt (i1 , . . . , in ) = φt−1 (i1 , . . . , in )e−η`(it ,yt )
= φ0 (i1 , . . . , in )e−ηLi,t
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(1)
(2)

where Li,t =

Pt

s=1

`(is , ys ). The forecaster then makes predictions as a function of the expert

predictions and the weights assigned to those experts:
Pq −ηLi,t−1
q
fi,t X
i=1 e
P
φi,t−1 fi,t
p̂t =
=
q
−ηLj,t−1
j=1 e
i=1

(3)

This provides the basic template for prediction with expert ensembles, and can be substituted
into the game theoretic setup of the problem. Next, I describe the changes necessary to define
the fixed shares forecaster of Herbster and Warmuth [16] and the modifications of each to
introduce our growing ensembles forecaster.

3.1.2

The Fixed Shares Forecaster

The fixed shares forecaster (FSF) [16] defines a version of the exponentially weighted average
forecaster, using the same conditional distribution of actions, but that avoids following a
combinatorial number of experts for tracking the best expert. This setup is taken from [7].
We define initial expert weights wi,0 =

1
q

for all experts, and define the expert weights

for all i = 1, . . . , q:
Pq
wi,t = α

i=1

vi,t

q

+ (1 − α)vi,t

where vi,t = wi,t−1 e−η`(i,Yt ) , and the forecaster makes prediction:
Pq
i=1 wi,t−1 fi,t
.
p̂t = P
q
j=1 wj,t−1
This can also be considering in a randomized framework, in which the forecaster picks the
ith expert with probability pi,t =

w
Pq i,t
.
j=1 wj,t

q

m
This guarantees regret bounds of O( n (m + 1) ln q + (n − 1)H( n−1
) ) as in [16, 7],
where H(p) = −p log p − (1 − p) log(1 − p) is the binary entropy function.

3.1.3

Creating temporally specialized forecasters

We propose a new approach using an expert ensemble that grows with time, in which we
introduce new experts every τ instances and a forecaster that accounts for a growing ensemble
22

[40]. We initialize each new expert, or group of experts, by training them only on the most
recent epoch and continuing to train them on new data. Ideally, by introducing temporally
specialized experts, the ensemble would be more responsive to changes in the underlying
distribution by using experts that capture different subsets of the past data.
We consider the sequence of outcomes y1 , y2 , . . . , yn , throughout which we could expect
any number of changes in underlying distribution. (Recall that we have abandoned any
assumption that would require the sequence to be even piecewise stationary.) To grow the
ensemble, we partition the sequence into epochs, each of length τ , into
y1 , y2 , . . . , yqτ , yqτ +1 , . . . , y(q+1)τ , . . . , yn ,
for q ∈ {1, . . . , b nτ c}. We begin with an initial number of experts q0 , and introduce some
number of experts c at the beginning of each epoch. Here we work with one initial expert,
and introduce one new expert at the onset of each epoch.3 Then, by the nth round, we
would expect to have one expert trained only on the most recent epoch, one expert trained
on only the most recent two epochs, and so on, through one expert trained over all time.
By introducing temporally specialized experts, we seek to gain a sensitivity to concept
drift without falling entirely subject to noise. Better yet, we may be able to develop models
otherwise inaccessible based on other (larger, different) subsets of data; with new data,
ideally, we produce new models that could or would not have otherwise evolved. If there
was an abrupt shift, we would be effectively guaranteed to ‘catch’ it within τ rounds, where
the most recent experts could be most valuable, having only observed and learned from data
near and after the shift; similarly, for gradual shifts, our more recent experts would have
been exposed to different subsets of the data, and should then adapt with the shift well. On
the other hand, if we were forecasting an entirely (or mostly) stationary sequence, our oldest
forecaster(s) would be well prepared, having had exposure to the most examples from that
distribution.
We modify the EWAF and FSF, and introduce the growing ensembles fixed shares forecaster (GEFSF).
3

This can be easily generalized for q0 initial experts, and introducing c new experts at every epoch, for
q0 , c ≥ 1.
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Modifying the framework: New parameters To incorporate growing ensembles into
previously existing frameworks, we first must introduce several new parameters:
• βt , the initial weight for new experts introduced at time t
• qt , the number of experts at time t
• τ , the number of instances (time steps) in an epoch
• At , the set of actions i available at time t
Here, we let βt = β, a function of t, but we leave this open to later development of a time- or
data-adaptive β; Kolter and Maloof, for example, define the initial weight for new experts
β to vary with the performance of the previously existing ensemble [21]. We will use At to
simply contain experts 1, . . . , qt ; this creates a way to incorporate settings with pruning or
sleeping experts, such as in [13].

3.1.4

Modifying the Exponentially Weighted Average Forecaster

We modify the exponentially weighted average forecaster [23] to accommodate growing ensembles.

Expert weights Begin with q0 = 1 initial experts. Define the initial weights at time t = 0,
and let initial weights φ0i,0 = φ01,0 = 1. (More generally, for any number q0 of initial experts,
let φ0i,0 =

1
.)
q0

Within epoch For each instance t within an epoch, i.e., when t mod τ 6= 0, assign the
expert weights:
φ0i,t−1 e−η`(fi,t ,yt )
eηRi,t−1
φ0i,t = Pqt−1 ηRj,t−1 = Pqt−1 0
−η`(fj,t−1 ,yt )
j=1 e
j=1 φj,t−1 e
for all i ∈ {1, . . . , qt }. Observe that within epochs, as there is no new expert introduced, we
have qt = qt−1 . This formulation of the weights is very similar to the original EWAF, but
we substitute qt for q.

Between epochs: introducing new experts At the beginning of a new epoch, reweight the
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pre-existing experts and introduce a new expert using parameter β. The new expert is the
qt th expert in the ensemble, where qt = qt−1 + 1.
For i ∈ {1, . . . , qt−1 }, define
φ0i,t

(1 − β)φ0i,t−1 e−η`(fi,t ,yt )
P t−1 0
=
β + (1 − β) qj=1
φj,t−1 e−η`(fj,t−1 ,yt )

and for i = qt , set
φ0qt ,t =

β + (1 − β)

β
Pqt−1
j=1

φ0j,t−1 e−η`(fj,t−1 ,yt )

.

The new parameter β captures the new expert’s weight, as well as the penalty on pre-existing
experts, and the new expert is assigned zero loss (`(fqt ,t−1 , yt−1 ) = 0) for the rounds before it
was introduced. Zero loss means that the equation for φ0qt ,t masks the alternate formulation
β = βe−η`(fqt ,t−1 ,yt−1 )

(4)

which is useful for proving regret bounds.

Weights of expert sequences As introduced in Equation 1, we may express the weight of
expert sequence as φt (i1 , . . . , in ). Modifying the EWAF allows us to introduce the relation
for the growing ensembles forecaster:

φ00 (i1 , . . . , it+1 )
φ00 (i1 , . . . , it )

=













0

if it+1 > qt+1

βt

if t mod τ = 0 and it+1 = qt+1

α
qt+1

+ (1 − α)1{it+1 =it }

(5)

otherwise

This will allow us to prove the equivalence of the modified (growing ensembles) FSF and
modified EWAF, analogous to [16], in Section 3.2; we can also use the equivalence between
FSF and EWAF in [16] to inform our design of the growing ensembles FSF.
This incorporates the initial weight βt , which controls the weight to incoming experts.
For now, we set βt =

α
,
qt+1

the minimum fixed share: this is an important choice, and which
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I discuss this later. This choice of βt also affords us a simpler version of Equation 5:
α
φ00 (i1 , . . . , it+1 )
=
+ (1 − α)1{it+1 =it }
0
φ0 (i1 , . . . , it )
qt+1

(6)

and we may use this conditional distribution to define the initial weights for all sequences of
experts recursively. Restrict it ≤ qt , and define:
φ00 (1) = 1

(7)

φ00 (i1 , . . . , it+1 ) = φ00 (i1 , . . . , it )



α
qt+1


+ (1 − α)1{it+1 =it } .

(8)

The weighted average forecaster Define the prediction at time t, given by the modified
exponentially weighted average forecaster, to be:
Pqt 0
i=1 φi,t−1 fi,t
p̂t = P
qt
0
j=1 φj,t−1

(9)

for t = 1, . . . , n. With each change of epoch and associated introduction of new experts, the
modification is captured by our choice of β in initial weights φ0i,t−1 .
3.1.5

Modifying the Fixed Shares Forecaster

To track the best expert, the exponentially weighted average forecaster requires tracking
a combinatorial number of experts (sequences); Herbster and Warmuth’s fixed shares forecaster [16] allows us to sidestep this issue, by limiting the action sequences considered. The
fixed shares forecaster creates a lower bound for the expert weights, requiring them to each
contribute at least a minimum fixed share of the sum of expert weights: at least

α
,
q

over q

experts, where α is defined to be the switching rate.
Alone, our modification on the EWAF helps reduce the number of possible action sequences: there is only one possible action sequence for the entire first epoch, and only two
experts to possibly switch between in the second epoch, and so on, as opposed to q available
at all times through each epoch. However, to improve upon working with this smaller (but
still combinatorial) set of action sequences, we introduce the modified fixed shares algorithm,
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GEFSF. In parallel to the original, we require each expert to contribute

α
qt

of the sum of expert

weights, for qt experts at time t. Given the switching rate α, this setup has qt equivalent to
the epoch number, increasing every τ instances.
Construction of the modified fixed shares forecaster The modified FSF closely resembles the original: predictions are made following Equation 9, and the expert weights look
similar, following for each i = 1, . . . , qt :
vi,t = wi,t−1 e−η`(i,yt )

(10)
qt

wi,t = (1 − α)vi,t +

αX
vi,t
qt i=1

(11)

We may then proceed to define the GEFSF algorithm.
Begin with q0 = 1 initial experts; define the initial weights at time t = 0, and let initial
weights wi,0 = w1,0 =

1
q0

= 1. Note that for the introduction of every new expert, it is

assumed that they have trained on the previous epoch of τ instances, and are thus eligible to
provide predictions immediately. Similarly, for the initial expert, we assume an equivalent
training set of τ instances, the zeroth epoch. (We may then consider the “t = 1” in the
algorithm to begin after τ ; alternatively, to maintain continuity of indexing, we can simply
require that p̂t is undefined where qt = 0, i.e. for all t < τ .)
Algorithm GEFSF
For t = 1, 2, . . . , n:
1. If within new epoch (t mod τ 6= 0)
• set qt = qt−1
• experts make predictions f1,t , . . . , fqt ,t
• forecaster makes prediction:
Pqt
i=1 wi,t−1 fi,t
p̂t = P
qt
j=1 wj,t−1
If beginning of new epoch (t mod τ = 0)
• set qt = qt−1 + 1
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• experts make predictions f1,t , . . . , fqt ,t
• forecaster makes prediction:
P t−1
βfqt ,t + (1 − β) qi=1
w
f
Pqt−1 i,t−1 i,t ,
p̂t =
β + (1 − β) j=1 wj,t−1
2. obtain truth Yt and compute for each i = 1, . . . , qt ,
vi,t = wi,t e−η`(it ,Yt )
3. for each i = 1, . . . , qt , let
Pqt
wi,t = α

3.2
3.2.1

i=1

qt

vi,t

+ (1 − α)vi,t .

Theoretical results
Conditional distribution of modified forecasters

Previous work [16] has shown regret bounds to be identical for the exponentially weighted
average forecaster and the fixed shares forecaster. This requires proving that the conditional,
given the past, distributions of actions At are the same for both forecasters. This can be
extended to the new modified framework. Our proof is based on [7], Theorem 5.1, pg. 103,
and is also presented in [40].
Theorem For all α ∈ [0, 1], for any sequence of n outcomes, and for all t = 1, 2, . . . , n, the
distribution of weights at time t by the modified fixed shares forecaster with input parameter α,
is the same as the distribution of weights at time t by the exponentially weighted forecaster
run over the compound actions (i1 , . . . , in ) using initial weights φ00 (i1 , . . . , in ) set with the
α
same value of α, where we set parameter βt = Nt−1
.
Preliminaries To prove this, we take advantage of the construction of the weights of the
exponentially weighted forecaster [7], as presented in 3.1.1.
Define φ0i,t to be the weight of expert i at time t for the modified exponentially weighted
average forecaster, and wi,t for the modified fixed shares forecaster. Weights at time t follow

φ0t (i1 , . . . , in )

=

φ00 (i1 , . . . , in ) exp

−η

t
X
s=1
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!
`(is , Ys )

where, considering across possible future compound actions,
X

φ0i,t =

φ0t (i1 , . . . , it , i, it+2 , . . . , in )

i1 ,...,it ,it+2 ,...,in

for t ≥ 1 and φ0i,0 =

1
q0

= 1. This also lends us the form of Equation 1, substituting out new

φ0 for φ, which is useful in the proof below.
Additionally, we use the recursive definition of weights for compound actions for the
modified exponentially weighted average forecaster:




α
+ (1 − α)1{it+1 =it } it+1 ∈ At
φ00 (i1 , . . . , it+1 )
qt+1
=
0

φ0 (i1 , . . . , it )
 β
it+1 ∈
/ At

where we make distinct newly available actions. However, if we choose β =

α
qt+1

, the

conditional distribution becomes
α
φ00 (i1 , . . . , it+1 )
+ (1 − α)1{it+1 =it }
=
0
φ0 (i1 , . . . , it )
qt+1
to resemble Equation 6 of the original EWAF.
Proof We need only show that φ0i,t = wi,t for all i and t. We proceed by induction and
adapt [7], Theorem 5.1.
Let φ0i,t denote the weight on the ith expert at time t using the modified (growing ensembles) exponentially weighted forecaster, and let wi,t denote the weight for that expert at
time t using the modified fixed shares forecaster.
To begin, it is obvious that w0 = φ00 , where φ00 = φ01,0 = w1,0 =

1
q0

= 1.

To proceed by induction, we assume wi,s = φ0i,s for all i and s < t. From there, we may
incorporate our framework throughout the proof:

φ0i,t =

X

φ0t (i1 , . . . , it , i, it+2 , . . . , in )

i1 ,...,it ,it+2 ,...,in
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=

X

exp −η

=
=
=
=

!
`(is , Ys ) φ00 (i1 , . . . , it , i)

s=1

i1 ,...,it

=

t
X

t
X

!

φ00 (i1 , . . . , it , i)
φ00 (i1 , . . . , it )
s=1
i1 ,...,it
!


t
X
X
α
0
exp −η
`(is , Ys ) φ0 (i1 , . . . , it )
+ (1 − α)1{it−1 =it }
qt
s=1
i1 ,...,it


X
α
0
+ (1 − α)1{it−1 =it }
φt−1 (i1 , . . . , it ) exp(−η`(it , Yt ))
q
t
i1 ,...,it


X
α
0
+ (1 − α)1{it−1 =it }
φit ,t−1 exp(−η`(it , Yt ))
qt
it


X
α
+ (1 − α)1{it−1 =it }
wit ,t−1 exp(−η`(it , Yt ))
q
t
i
X

exp −η

`(is , Ys ) φ00 (i1 , . . . , it )

t

replacing φ0it ,t−1 with wit ,t−1 , by t − 1 < t and the induction assumption,

=

X
it


vi,t

α
+ (1 − α)1{it−1 =it }
qt



= wi,t
by steps 2 and 3 of the modified fixed shares algorithm, which completes the proof.

3.2.2

Regret bounds

To define the regret bounds within our framework, we introduce the following notation, again
suppressing the zeroth epoch of training data:
• 1st epoch: t = 1, . . . , τ
• qth epoch: t = (q − 1)τ + 1, . . . , qτ
• qmax = d nτ e, the total number of epochs (where prediction starts at t = 1)
Pn
• size(i1 , . . . , in ) =
t=1 1it 6=it−1 , the total number of switches of expert over actions
i1 , . . . , in
• m, our imposed upper bound for switches, such that size(i1 , . . . , in ) ≤ m
• mq = size(qth
Pqmax epoch) = size(i(q−1)τ +1 , . . . , iqτ ), the number of switches within epoch,
where q=1 mq ≤ m
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Notice that we are still working with horizon n, known in advance, and that we bound
the maximum number of switches possible. (This is a required step even for finding regret
bounds for the original fixed shares forecaster [16].) The notation for changes of expert
within epochs allows us to better reason about intermediate values of m.
We can then bound regret, adapting Theorem 5.2. from [7].

Theorem For all n ≥ 1, the tracking regret of the modified fixed shares forecaster satisfies
1
1
m
η
ln qmax + ln m
+ n
n−m
η
η α (1 − α)
8
P max
for all action sequences i1 , . . . , in , where m ≥ qq=1
mq = size(i1 , . . . , in ) and qmax = d nτ e
R(i1 , . . . , in ) ≤

Preliminaries From our construction of the generic weights for the modified exponentially
weighted forecaster, we have

φ0t (i1 , . . . , in ) = φ00 (i1 , . . . , in ) exp −η

t
X

!
`(is , Ys ) .

s=1

Additionally, we build from the following:

ln φ0n (i1 , . . . , in ) = ln φ00 (i1 , . . . , in ) − η

n
X

`(it , Yt ),

t=1

and allowing m switches of expert, we have mq defined as before for each epoch q, where
Pqmax
q=1 mq ≤ m.
Then we have:
qmax

φ00 (i1 , . . . , in )

=

Y α
α
( )mq ( + 1 − α)τ −mq
q
q
q=1

qmax

Y α
( )mq (1 − α)τ −mq
q
q=1
α m
≥ (
) (1 − α)n−m .
qmax
≥
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Proof By Lemma 5.1 in [7], the “static” regret bounds (in the sense of [16]) may be found
for the modified exponentially weighted average forecaster, which yields the bounds:
n
X

`(p̂t , Yt ) ≤

t=1

≤

η
1
1
ln Pqt 0 + n
η
8
i=1 φi,n
1
1
η
ln 0
+ n
η φn (i1 , . . . , in ) 8

Then, from the fact
1
1
1
ln 0
= −
η φn (i1 , . . . , in )
η

ln(φ00 (i1 , . . . , in )) − η

n
X

!
`(it , Yt )

t=1

we find that
n
X

`(p̂t , Yt ) ≤

t=1

≤

n
X
t=1
n
X
t=1

`(it , Yt ) +

1
1
η
ln 0
+ n
η φ0 (i1 , . . . , in ) 8

`(it , Yt ) +

1
1
η
ln α m
+ n
n−m
η ( qmax ) (1 − α)
8

which, by definition of regret, yields the regret bound as desired.
Appropriately, for m = 0 (i.e., when no switching is allowed) this reduces to a regret
bound of η8 n, which is as we would find for “static” regret bounds using only one expert for
the modified exponentially weighted average forecaster [16].
A more desirable upper bound can be found by optimally setting α and η, as established
in the following corollary.

3.2.3

Corollary: Optimal settings and improved regret bounds

Corollary (Adapted from [7], Corollary 5.1) For all n, m such that 0 ≤ m < n, if the
m
modified fixed share forecaster is run with parameters α = n−1
, where for m = 0 we let
α = 0, and
q

m
η = n8 (n − 1)H( n−1
) − ln( n−m−1
) + m ln qmax ,
n−1
then
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R(i1 , . . . , in ) ≤

q

n
2

m
(n − 1)H( n−1
) − ln( n−m−1
) + m ln qmax
n−1



(12)

for all action sequences i1 , . . . , in such that size(i1 , . . . , in ) ≤ m.
Again, H(p) = −p log(p) − (1 − p) log(1 − p) is the binary entropy function; notice that this
is parallel to the bounds found for the original FSF.

Proof Let α =

ln

m
.
n−1

Then:

1
αm (1 − α)n−m


= −m ln α − (n − m) ln(1 − α)
= −m ln α − (n − m − 1) ln(1 − α) − ln(1 − α)


m
n−m−1
= (n − 1)H(
) − ln
.
n−1
n−1

Substituting η as set above into the regret bound, and using this equality, we are done.

4

Simulations

While examples of non-stationary time series can be found in effectively every domain, I
draw data from two diverse sources: quarterly changes in gross domestic product (GDP) of
the United States, and climate reconstructions of Arctic and Antarctic temperatures from
NOAA paleoclimate modeling data.
I present the implementation of the algorithm and simulated results on these data, comparing the performance of the forecaster to the best expert at each time and to one-step-ahead
prediction error from a baseline, created using standard offline learning techniques. With
the goal of exploring the dynamics of expert weights with respect to the performance of the
algorithm and the actual data, I also present the expert weights assigned by the growing
ensembles fixed shares algorithm GEFSF in conjunction with performance of the individual
experts, as measured by cumulative loss.
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4.1

Implementation

I implemented the algorithm presented in 3.1.5 in the R programming language [33], using
the deterministic version of the growing ensembles fixed shares algorithm, GEFSF. (This could
be simply extended to the probabilistic setting for expert advice for further experimentation.)
Parameters η, the learning rate, and α, the switching rate, are set as previously specified
by the corollary in 3.2.3 to be optimal. Other parameters were set as described above:
only one expert is introduced at the beginning of each epoch, and the value β, the weight
assigned to new experts, is chosen primarily for convenience and set as in the theoretical
regret bounds. Further study is still needed for a more sensitive setting of β. The epoch
length τ is chosen with only basic knowledge of the data; of course, this need not be chosen
with any prior knowledge of the data, and m, the maximum number of switches allowed used
for the regret bound and calculation of α, is chosen heuristically based on the length of the
data used, so that switches could occur, on average, about once for every fifteen observations.
(Despite this, it is important to consider m to be fixed with respect to the length of the data
n. Furthermore, there are additional practical and theoretical restrictions on m which will
appear later.)
As an aside, the choice of epoch length τ recalls the tradeoff of the size of the ensemble
and (potential) sensitivity: with frequent structural breaks, the more frequent (smaller τ )
introduction of new experts would ideally alleviate detection of regime changes; however,
this is at cost to the size of the ensemble, hurting both the regret bounds and computational
efficiency. In data streaming applications, for example, where multiple passes through the
data could be possible (though potentially expensive), τ could be tuned; in general online
applications that must make predictions as new data is observed, τ could potentially be set
using previously available training data, or even adjusted with more experience. However,
these are still only heuristics for practical use: in the face of true non-stationarity, past
experience need not be related to the existence and frequency of future structural breaks, so
in the true online setting, where multiple passes may not be made, τ may only be chosen in
recognition of this tradeoff.
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In this implementation, one expert is introduced at the beginning of each epoch, having
only observed the data available in the previous epoch. The experts were implemented as
autoregressive (AR) models of the same order, with the order taken as input: the specific
settings used for each data set are included in the appendices on page 60. At every iteration, experts observe all of the most recent data available since their introduction, estimate
parameters for their AR models, and make one-step-ahead predictions. Similar to the choice
of τ , the order of the AR models is chosen with basic knowledge of the data; in practice,
that need not be necessary, and AR models of any order, or any other kind of model, may be
used for the practical construction of experts. Again, heuristics based on past or expected
performance, philosophy, or field standard, may be adopted. As opposed to the choice of τ ,
how the experts make predictions, as well as the quality of their predictions, is unrelated
to the theoretical regret bounds, although in practice related to computational efficiency
and actual regret; the experts’ mechanisms for prediction are black-boxed for all theoretical
purposes, but used to find regret and expert loss in practice.
I also compare the performance of the algorithm in this instantiation to a baseline, created
using standard offline learning techniques for non-stationary time series. I find loss from this
baseline to calculate baseline regret, a harsh measure of our forecaster’s loss compared to
the offline fitted model. For each data set, I used all of the data available to fit a smoothing
spline to de-trend the data, and fit a stationary model to the residuals. Smoothing splines fit
a piecewise polynomial to the given data using a smoothing parameter; as is commonly used
in macroeconometric time series, this is equivalent to the popular Hodrick-Prescott filter [31].
To build the stationary model, I fit an autoregressive moving average (ARMA(p, q)) model
to the residuals; order was chosen using the Akaike Information Criterion (AIC), checking
for significant coefficients for the pth AR term and qth MA term. Numerical specifications
are included on page 60, and design with the data is discussed in 4.2. One-step-ahead
predictions were drawn for comparison from the fitted ARMA model; although the ARMA
is across all points, only prediction error from after the first epoch (time t > τ ) was useful
for comparison. Excluding this data is reasonable, as the ARMA was fit retrospectively,
with access to all data, whereas the algorithm GEFSF is disadvantaged by the online setting;
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alternatively, consider the first epoch of data to be the training set for the online algorithm,
serving specifically as training data for the first expert.

4.2
4.2.1

Data
Macroeconomic data: GDP

I apply the algorithm to a macroeconomic time series, n = 252, representing quarterly
percent change in United States GDP from the second quarter of 1947 to the first quarter
of 2010.4
Using GDP data to explore non-stationary time series is easily motivated: it is known
to be difficult to predict, and it is of general interest, at least in macroeconomics, as an
indicator of the state of the economy. Modeling and predicting GDP is taken as important for
understanding underlying mechanisms of the national and global economy and its relations
to other important macroeconomic quantities (e.g., unemployment or inflation).
Forecasting attempts using GDP data, while numerous, have not been as productive as
hoped; for GDP growth models, for example, an AR(4) process still has good performance
in face of many types of more complicated forecasting methods, although there are some
explanatory benefits that may emerge from more complicated methods [8], there may be some
benefit from exploring more complex nonlinear forecasting methods for GDP [9]. In parallel
to our argument about handling difficult classes of non-stationary time series, measuring
predictability in macroeconomic data, as in [10], may hint at techniques applicable to nonstationary time series outside of macroeconomics.

4.2.2

Macroeconomic data: Backwards-looking GDP

Inherent to the GDP data is a dramatic decline in variance in the mid-1980s generally
attributed to shifts in monetary policy. This marks the beginning of the “Great Moderation,”
which refers to the decline in volatility of macroeconomic output. There are a number of
4

Data Source: FRED, Federal Reserve Economic Data, Federal Reserve Bank of St. Louis:
Gross Domestic Product (GDP); U.S. Department of Labor: Bureau of Labor Statistics;
http://research.stlouisfed.org/fred2/series/GDP; accessed May 29, 2011.
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explanations of the proximate and ultimate causes of this decrease in variability, including
whether it is appropriately described as beginning in the 1980s [3]. Arguments to explain
this generally center around structural or institutional change; improved macroeconomic,
particularly monetary, policy; or extrinsic “good luck” [2]. Regardless of the economic
reasoning, this shift is dramatic: the variance of this data before 1984 is over four times that
of the data post-1984.5
The nature of the algorithm is that the ensemble of experts available grows over time;
this implies that we will have both more experts, and, in theory, experts introduced after this
shift (i.e., during the Great Moderation). However, this means that we should see expert
predictions converge with the introduction more data, due to this shift, regardless of the
actual dynamics of the experts. Then to provide a point of comparison, I use backwardslooking GDP data on the same data set: n = 252, moving from 2010(1) to 1947(2) looking
at quarterly change in GDP. This should also provide useful side-by-side comparison of
performance of the forecasters during parallel forward-looking and backwards-looking epochs.
For shorthand and to differentiate the two GDP sources, I will occasionally refer to this as
the PDG data set.

4.2.3

Paleoclimate data: Arctic climate reconstructions

Climate data are exemplar of non-stationary time series, and it is hardly worth stating
that the current interest in detection and measurement of climate change only heightens
the desire to provide descriptive and predictive climate models. While long-term shifts are
of particular interest in paleoclimate data, we must cope with the additional challenge of
reconstructing historical temperatures. I draw from two climate reconstructions, Arctic and
Antarctic temperatures and temperature deviations.
The first of those is a multiproxy reconstruction of Arctic summer temperatures over the
last two thousand years, measured at decadal intervals, collected by Kaufman, et al. [29] and
presented in [17]. These data, n = 200, are forward-looking from 4 A.D. and constructed
5

This is true for any split in the data in or around 1984; in the GDP data set (and consequently the PDG
data set), the variance of 1947(2) through 1984(2) is 4.38 times larger than that of 1984(2) through 2010(1).
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using data from over twenty climate reconstructions, each covering at periods of at least
one thousand years, different Arctic regions including Alaska, Finland, and Siberia, and
proxies including sediment, tree rings, and ice cores (as used in the Antarctica data set, as
discussed later). Multiple proxies improve the chronology over the single-proxy models, which
strengthens the temporal resolution, despite the two thousand year time scale. This period
includes the Little Ice Age and is examined for patterns in warming and cooling patterns;
Arctic temperatures are highly sensitive to climate change, which should also make proxies
more reliable [17].
Where necessary, I abbreviate the decadal, 2000-year multiproxy Arctic temperature
reconstructions as the ARCTIC data set.

4.2.4

Paleoclimate data: Antarctic climate reconstructions

I also draw data from Antarctic paleoclimate modeling, as introduced in Figure 1, over a
longer time scale than the Arctic data. Kawamura et al. present reconstructions of temperature deviations over the last 340,000 years [30] representing mean deviation over 500-year
intervals. These data, n = 679, are backwards-looking (predicting the past) from 1500
A.D. Temperature predictions were made using oxygen isotope measurements in an ice core
taken at Dome Fuji, a region in Antarctica. To fully and easily differentiate the Arctic and
Antarctic data, I abbreviate this data by its proxy, ice core from Dome Fuji, Antarctica, to
FUJI.

4.3

Results

The original data is displayed with the forecaster’s and experts’ predictions in Appendix B
on page 61. In most of the figures, I remove the specifics of the data sets to express only
the number of observations as we moved through them, beginning with the observations first
observed on the left, moving to the right through the data. This also suppresses the direction
through time (forward- and backwards-looking), and is explained further in Appendix C on
page 63.
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Table 1: Experimental regret and theoretical regret bounds at horizon
GDP
PDG
ARCTIC
Cum. Regret Bound (experimental-set m)
41.898 41.898
57.471
Cum. Regret Bound (m = qmax )
41.898 41.898
55.185
Experimental Cumulative Regret
0.00551 0.00648
14.344
Experimental Cum. Regret vs. Baseline
0.01165 0.01493
11.424
Expt. Max Cum. Regret vs. Baseline 0.01169 0.01493
12.054

4.3.1

n
FUJI
113.25
178.42
52.922
29.348
39.098

Performance

I present forecaster performance in the retrospective regret setting, as mentioned earlier in
terms of tracking the best expert, in two ways: the first, regret in terms of the best available
expert at every time step in Figure 2; and performance with respect to a baseline predictor,
constructed off-line with full access to the data in Figure 3. I then present cumulative loss
of the experts over time in Figure 4, where significant loss events are aligned with changes
in expert weights, shown in Figure 5, which I present later, in 4.3.2. The particular settings
of the simulations are included in Appendix A on page 60, and the predictions are shown in
Appendix B on page 61; I calculate the loss function using squared loss.

Regret with an oracle Recall that we defined regret to compare the performance of
prediction of a forecaster to one or a collection of experts, seeking to define the “best” expert
based on their performance. This settled with “tracking the best expert” [16] to measure
the performance of the best sequence of experts, but with some limitations. Practically,
measuring across sequences requires bounding the number of “switches” between experts in
the sequence to alleviate the combinatorial nature of the set of expert sequences. Then,
having a prescient Oracle with an unlimited number of switches choose the sequence would
be an unreasonable bound to meet; it’s impossible to define theoretical regret bounds against
such an Oracle.6
However, it is convenient to take such a comparison as the most stringent “regret” measurement against our forecaster, although I run the algorithm by choosing an artificial,
Notice that for the switching rate α, which yields the fixed share for weights, we must have α ≤ q1t ,
where qt is the number of experts at time t. For qt = 1, switching is meaningless among only one expert; for
m
qt > 1, setting α = n−1
with such an Oracle will necessarily violate α ≤ q1t .
6
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Figure 2: Experimental cumulative regret against an Oracle-chosen expert sequence
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different value of m to limit switches and use this value to set α to define weights and calculate theoretical regret bounds. Using the unlimited-switching Oracle, we select the best
expert’s prediction, measured by loss, for each time step, which lets us redefine regret in this
setting:

ri,t = `(p̂t , yt ) − mini=1,...,qt `(fi,t , yt )
for instantaneous regret, and then for cumulative regret:
R(i1 , . . . , it ) =

t
X

`(p̂s , ys ) −

s=1

t
X
s=1

min `(fi,s , ys ).

i=1,...,qs

This yields the harshest possible regret measurement to meet, and would require that the
best performing forecaster consistently predict as well as the best expert for each time t.
However, despite this, our forecaster still manages to do well in practice, both absolutely
and against the regret bounds for lower, reasonable settings of m switches.
I find cumulative regret performance in this setting, shown in Table 4.3.1; and show
performance over time in Figure 2. I compute the theoretical regret bounds as suggested
by the earlier results in Table 4.3.1, for both the value of m used to run GEFSF, and for
m = qmax , which approximates the number of switches needed to switch to every new expert
once.

Regret with a baseline I create a baseline model, as discussed in implementation in 4.1,
using all of the data in an offline fashion to learn the baseline. I use one-step-ahead loss to
calculate loss, and consequently define regret against our forecaster. The forecaster’s regret
against the baseline is shown in Figure 3, and the results for cumulative regret are also shown
in Table 4.3.1. The basic parameters used are included in Appendix A, on page 60.

Experts’ cumulative loss I plot the experts’ cumulative squared loss over time in Figure
4. This quantity contributes to the construction of expert weights, and we can observe
how sharp changes in expert loss appear in both expert weights (where relatively large
losses should lead to drop in weight) and forecaster regret (where weights were based on
previously higher-performing experience). By overlaying different experts’ performance, we
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Figure 3: Experimental cumulative regret against a baseline
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can compare large expert loss events to the performance of experts introduced significantly
before, recently before, and after those events.
This can also be instructive between data sets: we can compare performance between
predicting the future with GDP data and predicting the past with PDG data. Both data
sets cover the same time period, from 1947(Q2) to 2010(Q1), and we can observe the shift
that occurred in the mid-1980s by the behavior following that period: consider 1984(Q1), or
index 148 in the GDP data and index 104 in the PDG data, as in Figure 4.

4.3.2

Expert weights

Recall that at each time step, we adaptively weight each expert based on their performance,
measured by loss, and use their updated weight to make predictions. We make our forecast
using a convex combination of expert predictions, and so the values should then be considered
relative to each other at each time step, not at their actual value. (This also explains why
the expert weights can descend to less than one during the first epoch: it still makes up all
of the sum of expert weights, and why the sum of expert weights as shown need not add
to one.) Because this is a fixed shares algorithm, the weights are such that each expert
contributes at least

α
qt

of the sum of expert weights, where qt is the size of the ensemble, i.e.,

the number of the epoch.
The expert weights over time are shown in Figure 5. As has been hinted already, the
expert weights should ideally provide a medium for comparing changes in performance of
the experts’ models, and among differently-aged experts, to consider breaks in the data.

5
5.1
5.1.1

Discussion
Results
Theoretical results

We proved the equivalence of the weights of the growing ensembles fixed shares forecaster
(GEFSF) and the growing ensembles exponentially weighted average forecaster, following [7]
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Figure 4: Experts’ cumulative squared loss
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Figure 5: Expert weights over time
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and [16] and proved regret bounds for performance of the growing ensembles forecasters. It
is a non-trivial contribution to create a growing ensembles framework to follow after the FSF
and EWAF, such that we can both prove and prove comparable regret bounds; many other
related attempts (including perhaps the closest, [15]) fail to incorporate the tracking regret
framework.
Furthermore, our regret bounds tell us that we have designed a forecaster with good
asymptotic performance, performing nearly as well as if the best sequence of experts was
known in advance. The regret bounds given by the corollary in 3.2.3 give regret less than
r

n
((n − 1)H(α) − ln(1 − α) + m ln qmax ),
2

with m set in advance and α =

m
.
n−1

Letting n grow large, α and H(α) then go to zero; recall

that qmax = d nτ e. Then these bounds are of order o(n), where regret per time step goes to
zero, making them Hannan consistent.
Tighter upper bounds are possible with more precise combinatorics on the number of
experts during each epoch; the growing number of experts could also be incorporated into
the setting of the switching rate α and the learning rate η. Future work could explore this
further, as well as explore an adaptive setting of α and lower bounds on regret [27, 7].

5.1.2

Experimental results

Performance against the best sequence of experts Comparing against the best possible sequence of experts is an unreasonably strict means of computing regret: we may think
of this as comparing our forecaster’s loss to the sequence of experts chosen by an Oracle at
each round, i.e., the best possible set of expert advice for every time step, as if known in
advance. Our cumulative regret against this sequence is shown in Figure 2, and in total in
Table 4.3.1; we achieve low cumulative regret against the best set of experts. This indicates
either that we are doing very well, or that our expert ensembles are not diverse enough
to mislead us very far from the best prediction strategy. However, as we see in Figure 4,
even cumulative expert loss is still relatively low, which indicates that performing well with
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respect to the experts should be a good absolute performance; recall that to explore this
further, we also find regret with respect to a baseline predictor.
This gains additional meaning with respect to theoretical regret bounds: Table 4.3.1
records the theoretical cumulative regret bounds for each data set. As mentioned previously,
we must bound the number of possible switches in the tracked best sequence of experts by
m, and it is meaningless to set m close to the length of the sequence n, even though we
practically consider m = n − 1, i.e., the best expert at each time step, potentially different
at every step. We therefore consider two theoretical settings of m: experimentally set, as
specified previously and used in simulation of the forecaster; and m = qmax , where qmax is
the total number of experts that become available. This allows for the setting in which we
always switch to the newest possible expert; in the context of frequent and abrupt regime
changes, for example, new experts ought to perform best. However, such a setting is not
necessarily required for this m bound: this also captures equally well the case where the
number of switches is much less than m, for example, where the oldest expert is always the
best predictor and no switching is required.
For the theoretical bounds, regret is the same for both GDP and PDG: this is because I
use equal epoch lengths τ and maximum switches value m to evaluate each series, both are
the same length, and the theoretical bound knows nothing more about the sequence. For the
FUJI data, the regret bound using m = qmax is higher than for the m used in simulations:
experimentally, we set m to be much more restrictive, allowing fewer switches. This does not
change the behavior of the algorithm other than the setting of the switching rate α and the
learning rate η. The regret bound is given by the corollary in Section 3.2.3, and is concave
down, increasing in m. Given that we calculate regret using an effectively unreasonably high
value of m, we know that these theoretical regret bounds should be lower and therefore more
restrictive. For m = qmax , we are suppressing the relation of qmax to data length n and epoch
length τ , but note that m is set in advance and cannot increase with time. Finally, m = qmax
is a reasonable suggestion for a lower bound on values of m: given the growing nature of the
ensemble: this affords access to every expert, as opposed to the usual static ensemble, where
even one switch of experts at any time is still a switch to one of all possible experts.
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Despite these harsh theoretical regret bounds and aggressively calculated regret, the forecaster still does well. Again, our cumulative regret is a small fraction of the theoretical bound,
which can imply one of several things: first, that we’re predicting very well (whether because of the methods we use or the difficulty of the sample time series); second, that we have
very loose upper bounds; or that we have both loose bounds and strong performance. The
regret bounds could be tighter, and more so with additional constraints put on the experts;
however, they still create reasonable bounds on performance against any non-stationary or
adversarial process. The cumulative experimental regret on the GDP and PDG data, less
than .02% of the theoretical regret bound, as opposed to the regret on the ARCTIC and
FUJI data, closer to 20-50% of their regret bounds, might speak to the ease of predictability
of the GDP data. The Arctic and Antarctic temperatures, over centuries and millennia,
both show some seasonality, including repeated ice ages, and erratic behavior (the data and
predictions are shown in Appendix B on page 61). The performance against the baseline
forecaster speaks to the strength of the predictor, but more work is needed to really test
this. Further exploration with the types of experts, size of the ensemble, parameter settings
could all be developed or tuned against the data to potentially improve performance.

Performance against a baseline The baseline forecast was created using standard offline
methods for non-stationary processes, being very generous to the baseline in terms of finding
the best fit. It should arguably provide a strong measurement, fitting an autoregressive
moving average model to spline residuals. We can consider the baseline a good, outside
expert, with total knowledge of past and future data, to calculate regret. Figure 3 shows
the cumulative forecaster’s regret against the baseline,which compares the forecaster’s loss
to the baseline forecaster’s loss. Any negative trend then indicates superior performance
(smaller loss) of our forecaster over the baseline: this can be observed slightly in the GDP
and PDG data sets, and the results in Table 4.3.1 shows both the maximum cumulative
regret reached over the given set of data. As we can see in both the figure and the numerical
values, our method does significantly better than the baseline, particularly in the FUJI data
set, additionally over subsets of the ARCTIC data set.
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While of course the quality of the baseline remains in question, it is again important to
stress that the baseline is calculated offline. We can argue that the baseline expert fails to do
well in certain regions, regimes where our forecaster is able to have smaller loss, possibly due
to strong-performing experts trained on different subsets of data. Looking to the experts’
losses, we can align significant expert loss events in Figure 4 with shifts in the performance
of temporally specialized experts.

Expert loss Looking at pure expert loss rather than expert weights, as in Figure 4, lets
us directly compare expert performance. We can quickly detect large loss events this way,
and more significantly, compare loss events directly to the age of the experts and changes in
the data.
Comparing experts from different temporal regions can potentially be used to tune the
parameter settings, particularly the epoch length τ , on that particular set of instances
y1 , . . . , yn . Similarly, regions that bear similarly behaved experts (for example, experts born
between index 50 and 150 in the FUJI data set; experts born before index 100 in the PDG
data set), can create indicators about the behavior of the actual data. These groups of
similar experts become especially apparent when they all take on large losses. For example,
with those cohorts of FUJI and PDG mentioned before, we observe large loss events around
index 150 in the FUJI data set and around index 110 in the PDG data; in addition to similar
low-loss behavior, the shared large loss events apparently separate the cohort from others.
Cohorts of experts that make similar predictions should indicate regions of data with similar
behavior, such that the experts form their predictions similarly: here, with close parameter
estimates for the autoregressive terms.
However, individual cohort behavior that resembles the loss behavior of many other
experts at the same time (for example, all PDG experts between indices 125 and 150 appear
to gain loss in parallel) ought to be more indicative of behavior in the overall data, including
shifts that more data to be learned, anomalies surprising to all experts, and difficult nonstationary breaks.
Comparing experts’ cumulative squared loss, as in Figure 4, also directly lets an en49

semble of different models compete against each other. Here, ensembles were implemented
as identically ordered AR models with different sets of observed data, already sufficient to
make comparisons; we could choose to further introduce other models at some or each time
step. This provides an interesting framework for model selection (or at least comparison) or
piecewise modeling of data. This could be a non-trivial contribution for working with this
type of data, particularly from complex or evolutionary systems.

Expert weights To further compare experts, Figure 5 shows the values of expert weights,
the sum of which forms the basis for the weighted average used to make predictions. How
much each expert contributes is shown by its relation to the other experts in that time
period; each expert begins with a weight dependent on the initial multiplier β, which may
be time dependent. Changes in the expert weights should be aligned with expert losses, but
how these changes play into the forecaster prediction is represented by their relative weight.
In addition, changes in expert weights capture some of the phenomena from changes in data
as partially captured by the expert losses: events or periods of time where all experts are
doing poorly in a similar way should change the actual value of the expert weights (as in
Figure 5) but not significantly change the expert weights with respect to each other. Events
or periods when either individual or cohorts of experts are doing poorly, or are doing poorly
in a dramatically different way than other experts, allow the contribution of these experts
to diverge from their previous contribution to the forecast. Our forecaster’s predictions then
immediately incorporate the new weighting scheme with this new balance of expert influence.
This balance is also regularly disrupted by the introduction of new experts at every epoch.
The contribution of individual experts is also regulated by a minimum fixed share: we
require that every expert maintains a minimum contribution, which is significant in the context where experts become more useful at later periods in time. Experts may recover to
contribute more quickly from more reasonable minimum contribution, although the contribution is small enough that egregiously poorly performing experts do not contribute outsize
influence on the forecaster. This already appeared in the theoretical considerations, and we
observe here that we do meet this requirement of the minimum share; in fact, in these data
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sets, no expert reached the minimum possible share.
It is a non-trivial contribution to introduce an algorithm with temporally specialized
expert ensembles that both maintains fixed shares and reasonable theoretical regret bounds;
similar efforts, such as [15], fail to meet these requirements. This ability is crucial in the
context of non-stationary, evolutionary, or even adversarial processes.

5.2

Future directions

I’ve introduced the growing ensembles fixed shares algorithm GEFSF, proven regret bounds
and demonstrated performance in simulations. This leaves open a number of ways to explore
this work further, and towards different goals. Some of this involves more straightforward
extensions: for example, more testing across more data and against other forecasters. Further
exploration is needed as to how to design the expert ensembles better, and whether and when
we can incorporate knowledge about the data more effectively into the algorithm. One of
the algorithm’s strengths may be the information produced as side effects, for example from
expert weights and expert losses, from which we can gain information from experts about
the data as well as information about the experts themselves; it remains to explore what
or how this informs us about the method or the data. This stands as a potentially strong
methodological contribution to working with processes arising from complex systems: this is
valuable for working with non-stationary or evolutionary processes, where we breed a large
ensemble of models and balance local and global behavior with temporal specialization,
potential seasonality, and possibly abrupt shifts in behavior.
I briefly present some potential directions, the means of which vary depending on our
goals: wearing our statistician hat, we might look towards extensions to methods that deeply
integrate prior knowledge for better short-term prediction; as a machine learner, we might
emphasize broader claims about performance or dynamics of expert weights; with an eye
towards methods, we might look towards developing predictive or analytical tools for complex
systems.
Introduction of new experts

Currently, we introduce new experts based on the parameter
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βt . We currently set to the minimum fixed share, which is adaptive only to the current size of
the ensemble and related to our choice of sequence size m. How should we set βt to introduce
new experts better?
This could be designed to incorporate recent performance: for example, to introduce new
expert weights, [21] assigns new expert weights βt based on the performance of the ensemble
at that point, so recent poor performance leads to favoring new experts, although they also
already favor these times by introducing experts based on error thresholds. Alternatively, we
could weight new experts based on how well they could have performed on recent data [40]:
this poses some problems in the presence of structural breaks, and nears the competitionfor-entry methods of [43] and other adaptive time window methods.
Epoch length

How do we set the epoch length τ ? This problem is contained both in

the introduction of new experts (how do we interpret the introduction of new experts?) as
well as how to best set input parameters (what does the data tell us about the ideal epoch
length? is there periodic behavior? what minimizes regret?), but the epoch length represents
a tradeoff, which we must be particularly sensitive to, depending on our goals. Do we observe
tradeoffs or added information elsewhere, or does this only provide a finer grained view of
the data?
On one hand, a short epoch length τ and frequently introduced new experts may allow
us to quickly respond to non-stationarity, especially in the form of abrupt breaks. This
also rapidly grows the size of the ensemble, which may become computationally prohibitive,
particularly with large data sets (large horizon n) or with more experts introduced at the
beginning of each epoch. With more diverse models or the desire to make comparisons
between them could also potentially affect this choice.
Parameters and goals for implementation

In implementation, how do we best set the

input parameters (epoch length τ ; maximum size m; and consequently, switching rate α,
learning rate η, and total number of experts qmax )? Should they be adaptive, as in [27]?
How do we choose the experts, both their model and inputs to the model?
There are several approaches: first, by examining the data, either some historical subset
or the entire sequence, and incorporating potential background knowledge or theoretical
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constraints, we might want to explore what models to use as experts. This might be in pursuit
of the best predictive power, or alternatively as a means to find or test the best representation
of the data. Then, can we better analyze the behavior, using original information from the
time series? Would we want to choose our settings based on what the data looks like? On
the other hand, if we truly know nothing about the data a priori, or behave as if we do, how
do we select the parameter settings? What heuristics would we want to control the size of
the ensemble? the frequency of the introduction of new experts? the types of models for
experts (most adaptive, simplest representation, best predictor, etc.)?
Finally, are we seeking to design as diverse an ensemble as possible? (Even in stationary
settings?) How does this affect our regret? Does this mean using different types of models
as experts, or choosing types of models that exhibit strong temporal specialization?
Pruning

As we have already touched upon, pruning is incredibly important in applied

work, especially for creating reasonable computational performance bounds on our algorithm. We have only been introducing one expert for each epoch, but both epoch length and
number of experts added also grow the ensemble quickly; so far, the idea of an error-adaptive
new expert weight based on βt and low expert weights effectively prune the set of experts
contributing significantly, but this does not help the practical consideration of maintaining
and updating large ensembles. Existing methods, as we had observed in our discussion of
[43, 21], can be highly susceptible to noise, gradual and abrupt shifts, adversarial processes,
and the (very reasonable) context in which experts become relevant in later periods.
Performance in stationary settings

Although the design of the algorithm is based on

non-stationary settings, we want to be able to perform well even in stationary settings. Of
course, the regret bounds would be pessimistic, and we would expect the oldest experts to
perform best, experts to behave similarly, and the epoch length to matter less. Can we
analyze this case differently in terms of variation of losses, as in [15]?
Inference in ensemble experiments

Fortunately, this has already begun to be explored

in the domain of climate modeling, drawing additional attention from the study of climate
change, and following the desire to both make good predictions of the upcoming decades
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and effectively model the uncertainty in these predictions.7 Climate modeling uses theorydriven modeling assumptions; it is a known improvement to combine models for the best
prediction (although Monteleoni et al. [28] reveal that “given the non-stationary nature of
the observations, and the relatively short history of model prediction data, a batch approach
has performance disadvantages” and suggest that tracking the best expert methods, and
we would posit further that temporally specialized tracking the best expert methods, should
be applied in this setting). Exploring how to best combine these models, and then how
to interpret these combinations, is now coming into focus both within the climate modeling
community and machine learning community, moving towards a new applied subfield, climate
informatics.
Moving forward, we can take this as a case study into the application and interpretation
of ensemble modeling methods. Attending first to the interpretation, how do we understand
uncertainty in this setting? How do we interpret the results? (This is related to abandoning
the goal of finding – and interpreting – one explanatory model.) Then, how can we develop
the methods to best suit this (or a similar) problem? How does this inform the design of
future algorithms? Generally, how can we use application to inform the theory, and vice
versa?
Interpreting expert weights

As I discussed earlier, we observe different patterns in the

expert weights and losses expressed by individual experts, cohorts of experts, and the entire
ensemble; it appears that we may be able to detect properties of the underlying data using
these characteristics. We would observe this more extremely across different data sets, where
different patterns should appear based on the underlying data: the first and second halves
of the GDP and PDG data sets, shown on page 61, provide a first look at this. One version
of this would be for stationary time series: we should expect experts to behave similarly and
the oldest experts to make the best predictions, having observed the most of the process.
For abrupt shifts, the newest experts would be the most reliable, and we would expect the
7

Note that our simulations with paleoclimate modeling are on a different time scale: climate modeling
usually works within decades and centuries of data, where paleoclimate extends over centuries to millennia.
While a primary goal of paleoclimate modeling is still to understand the past, this is still in support of
understanding present-day and future trends in global climate. It appears that ensemble modeling of this
nature has not been applied to paleoclimate data before.
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experts who were born prior to the break to suffer following the break, and newer experts to
perform better (and even further, behave differently during this time). For gradual shifts,
we might observe a parallel shift in the expert weights; similarly for anomalies, all experts,
or cohorts of experts, might suffer in similar ways. Does this mean that expert weights could
be used to “read off” information about the underlying process? Could this be used for
(anomaly, drift) detection? Can we effectively classify these types of behavior, and then, can
or do they automatically signal anything about the real data? This may be of particular
interest in unknown and ill-behaved non-stationary time series.
Performance in non-stationary time series

Finally, more work remains to pursue our

original goal further. Can we take advantage of diverse, temporally specialized experts to
make better predictions in non-stationary, possibly evolutionary, time series? Where can
we improve our algorithm for better predictions in this application (e.g., different models,
parameter tuning)? Can we use other information gained from this framework, including
expert losses and weights, to tell us more about the data? About the experts themselves?
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Appendix A: Specifications of simulations
I implemented the deterministic algorithm GEFSF on the data, which takes as inputs: epoch
length τ , maximum size (number of switches) m, and p, the order of the experts (each
expert is implemented as an AR(p) model). The parameter settings were chosen somewhat
arbitrarily, as discussed in subsection 4.1, and are shown in the following:
Table 2: Experimental settings for simulations
Explicit input
Implicit parameters
Data
τ m AR(p) n
α
η
GDP
16 15
12
252 0.05976 0.22964
PDG
16 15
12
252 0.05976 0.22964
ARCTIC 10 20
4
200 0.10050 0.91825
679 0.03687 0.50781
FUJI
15 25
3

qmax
15
15
20
45

To create the baseline, I fit a smoothing spline (using smooth.spline in R) for the best
fit on the original data, then fit an ARMA model on the residuals. For the ARMA(p, q)
model, I chose the order that would minimize AIC, choosing from the local minima that
had significant leading AR(p) and MA(q) terms. This yields the following settings for the
smoothing spline and ARMA model:
Table 3: Experimental settings for creating baseline
Smoothing spline ARMA(p, q)
Data
df
λ
p
q
GDP
70.948 1.060e-07 8
7
PDG
76.247 6.956e-08 12
3
5
ARCTIC 48.628 5.328e-07 3
FUJI
125.551 5.311e-09 7
6
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Appendix B: Data and predictions
Data with forecaster and expert predictions
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Appendix C: A note on the representation of the data
As I mentioned, I suppress both the direction through time and units of time in how I present
the simulated results in Figures 2 – 5. I instead present the data as we move through it, in
terms of observations. This also can be seen in terms of the schematic, Figure 5.2, below.
The data sets as I present them include the forward-looking data sets on the left and
backwards-looking data sets on the right. This means the number of observations does not
necessarily increase with time, but increases with time with respect to the direction we intend
to predict. This means that how we move through the data is aligned across all data sets:
we can directly compare what it means for new experts to be added and learn new data.

Predicting the Future:
moving through time

Predicting the Past:
moving through time

GDP
macroeconomic data

PDG
macroeconomic data

present

future

present

ARCTIC
paleoclimate data

past

FUJI
paleoclimate data

time step 1

time step n
moving through data

Figure 6: Schematic of the representation of time in the data
As described in subsection 4.2, GDP and PDG use quarters of the year as time units;
ARCTIC uses decades; and FUJI uses 500-year averages. GDP starts in 1947 and ends in
2010, PDG starts in 2010 and ends in 1947. ARCTIC begins two thousand years ago and
ends at the present; FUJI begins at the present and ends 340,000 years ago. I lay out the
data sets as they are presented in the figures, clockwise from GDP: GDP, PDG, FUJI, and
ARCTIC.
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