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Abstract

In my thesis, I am interested in studying the process of how information is aggregated, and the inefficiencies
that occur in the process of aggregation. Specifically, this thesis examines the phenomenon of herd behavior–
examining the fascinating process in which we update our views with new information, and how such
information influences our thoughts, behaviors, opinions and beliefs. In this study, we study herd behavior in
the context of sequential voting problems, and examine how new information encourages people to change
their opinions, primarily observed through voters’ change in their voting behavior.

In this thesis project, herding behavior is studied on bridgewinners.com, a web forum for discussion about
the card game bridge, and examine factors that influence potential herding behaviors. We have gathered
evidence in an attempt to quantify how a voter’s new information influence their beliefs about each problem,
and have created a model to predict the likelihood in which new information has a tangible influence on a
voter’s actions.

Introduction

Information Cascades have been a frequent topic of interest in the field of economics, particularly in examining
how different opinions get merged into a consensus viewpoint. Information cascades are also a interesting
way to study reputation and its influence. Information cascades have been studied in financial markets, and
are also beginning to be studied in public rating systems, such as for movies and product reviews.

In my thesis, I am interested in studying herd behavior– how observing the behavior of other individuals
can influence the thoughts and opinions of one’s own behavior. In particular, I am interested in studying
this phenomenon in the context of voting in polls, and how people aggregate their information to reach a
consensus decision. To do so, I am studying voting behavior in polls on a website called bridgewinners.com, a
place I have found efficient for observing such behavior.

An information cascade is a situation in which an individual is flooded with a large amount of informational
inputs (quite literally a “flood of information”). Information cascades occur in essentially any situation
in which one is exposed to a source of heterogeneous and plentiful opinions. If you’ve browsed a social
media platform such as Facebook (perhaps your friends discussing their opinion on a politician, the #MeToo
movement, gun violence, etc), browsed a opinion review website like Rotten Tomatoes or Yelp, or sat waiting
in a classroom before class starts, listening to two of your friends bicker who would win in a three-way fight
of Batman versus Superman versus Spider-man (obviously Spider-man)– then guess what: You have been
exposed to an information cascade.
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In the context of voting behavior, an information cascade occurs when a voter participates in a decision with
the following properties:

-Each voter has some private information about the state of the world

-Decisions are made sequentially

-Voters can’t directly observe the information others know, but can make inferences from what they do (and
thus observe new information)

Herding behavior occurs, when an individual is persuaded by an update to their available information, and
proceeds to make a choice that differs from the one initially suggested by their private information.

Bridgewinners.com is an internet forum dedicated to discussion of the card game bridge. In particular,
Bridgewinners is known for its polls– articles where users on the website are presented with an bridge decision,
and asked to vote on what they would do with their hand at a particular point in the deal. The users are
presented with an intellectual choice between a number of reasonable options, and an sensible decision is
required to choose between the logical alternatives.

Three things really make Bridgewinners a great place to study herding behavior:

1)We can observe each player’s initial vote (a measure of their private information)

2)Players are familiar with one another, which serves as an anchor to external reputations (meaning players
have an incentive to behave honestly in their voting to maintain credibility to other users)

3)Players can change their vote! (This means update their decision after observing the behavior of other
voting users– an indicator of that information’s influence!)

This thesis attempts to use voting data from Bridgewinners to better understand how information cascades
work, in particular, by building a model to quantify how new information influences voters’ beliefs through
observation of their actions.

A Brief Overview of How Bridgewinners Works

Here is how poll voting on Bridgewinners works. First, a voter is presented with a bridge problem, as seen
below, and asked to vote which is the best choice, from a set of a large possible number of auctions.

After a user votes, they gain access to summary of the poll’s current results. Voters get information on the
total number of votes cast for each option, the relative percentage each has received, and the ability to view
the votes of any individual user (by clicking on the “See All Public Answers” button).

After observing this information, voters are allowed to freely change their vote at any point in time. Only a
voter’s current vote is publicly available to other users, so if you change your vote, other cannot view your
previous voting history.
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Figure 1: A poll prior to a voter’s initial vote
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Figure 2: A poll after an voter’s initial vote
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Figure 3: Clicking “See all Public Answers” allows you to see the votes of specific individuals
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Literature Review

Information Cascades have been a frequent topic of interest in the field of economics, particularly in examining
how different opinions get merged into a consensus viewpoint. Information cascades are also a interesting way
to study reputation and its influence. Information cascades have been studied in financial markets, and are
also beginning to be studied in public rating systems, such as for movies and product reviews. Next, let us
discuss a few of the domains where herding behavior in information cascades have previously been studied.

Herding behavior can appear frequently in financial markets. Consider the case of an investor deciding which
companies he will invest his equity. Previous research has indicated that an investor might be more likely to
ignore negative information about an investment, if they observe other serious investors investing in the same
company (Devenow & Welch, 1996).

Information cascades have also been previously studied in the context of crowd-funding, on websites like
Crowdcube, Kickstarter or Patreon. One potential explanation found for how projects on crowd-funding
websites grow, is that early backers serve as a positive signal to other potential investors (Visamara, 2016).
The more initial investors you have, the less uncertainty there is for future investors, and thus lower perceived
risk (Visamara, 2016). These positive signals help encourage subsequent potential backers to more frequently
invest, until the project reaches the critical mass it needs to draw enough support for funding.

Information cascades have also been studied in non-financial markets. When examining movie rating websites
like Rotten Tomatoes, it is has been found that 1) voters are more likely to herd with a crowd when rating,
if the movie is a popular movie at the box-office, and 2) voters will tend to herd with friends rating on a
movie, independent of movie popularity (Lee, Hosanagar & Tan, 2014). Additionally, herding behavior has
been found to have influence in online event scheduling, when using websites like When2meet or Doodle.
(Romero, Reinecke & Robert Jr, 2017). In particular, the availability of early voters is found to have a strong
influence on subsequent voters (Romero, Reinecke & Robert Jr, 2017). Early voter availability was found to
be positively correlated with groups successfully agreeing on a meeting time (Romero, Reinecke & Robert Jr,
2017).

The field of psychology also has its own interest in information cascades. Information cascades might be a
clue into how mass media influences– such as social movements like the #MeToo moment, or the rise of
debate on gun violence– affect our behavior (Raafat, Chater & Frith, 2009). It might also have practical use
in studying American juries and in understanding how a jury comes to a unified conclusion (Raafat, Chater
& Frith, 2009).

Herding behavior in information cascades has not been studied in context of bridge decision-making ever
before. Additionally, Bridgewinners is unique from previous research, in that it is easy to monitor the votes
and opinions of experts and how their opinions influence the majority. In particular, a large number of
US National Champions are among the frequent voters on the website, and vote under their own names.
Bridgewinners is also a unique setting to study information cascades, in that we have an observable identifier
of each individuals’ private signals– their original vote in each problem. By monitoring how users change
their votes on Bridgewinners after observing the consensus opinions, we can study how users adjust their
final opinions on a poll to conform with the majority opinion and opinions of experts.

Hypothesis

We predict that later voters in a sequence are more likely to change their vote, and in particular, that people
who change their vote tend to do so in an attempt to conform to the current majority. We predict the extra
information later voters gain before potentially casting a second round (or later) vote has the ability to
influence a voter’s thoughts, opinions, and behaviors (that is, their vote) with respect to the bridge bidding
poll they are participating in.

We also predict that the voting habits of experts (defined as players who won a national bridge championship
or similar) will be more stable than the voting habits of non-experts, with expert players being more likely to
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both vote for and set the leading opinions, and being less likely to change their vote overall.

Data

Data was collected from Bridgewinners.com via web scraping. The process was done using Python, with help
from additional program called “iMacros”– a software program developed to assist in web scraping.

Our collection process worked as follows:

First a bridge problem was selected and adapted for use in this study. Problems were adapted from a series
of bidding contests published by bridge expert Richard Pavlicek, on his website, http://rpbridge.net. These
problems were chosen from a series of bridge polling contests, meant to be bridge decisions that in the past
when published have been considered challenging, and have generated a varied spread of opinions. Bridge
problems were generated in this manner, as to assure that each poll would generate a varied spread of different
potential answers.

In bridge, in some bidding decisions, there are contexts in which there is a “right” answer. We learn rules
like, “You need an above average strength hand to open the bidding” or “you do not open the bidding with
1NT if have shortness”, and when they apply. But in many bridge contexts, there is not always a clear right
answer, and that is the sort of bridge problem we are interesting in surveying data on, because such problems
are more likely to generate discussion and a larger variety of viewpoints in which to generate an information
cascade.

A poll was created on bridgewinners.com with the selected problem, and published. Then both the iMacros
and Python scripts were run. The job of the iMacros script was to download the html code of the poll’s page
approximately every two seconds, and update in a file. Then a Python script was able to call the html file
whenever a new update was fed in, and output the complete voting history of all voters in the poll, including
any recorded changes in votes. At the end of each polling observation, the file with the finalized voting history
of all voters was saved and transcribed into a master file in Excel.

Data was collected from a total of 12 different polls, aggregating to 279 observations. Polls averaged 23.25
voters per poll. Each poll was set up, and ran a range from approximately 4 to 30 hours, until at least 15
results were observed. Unfortunately due to lack of sophistication on the part of the web scraper, polls tended
to run until a time-out error in either Python or iMacros forced the program to shutdown.

Methology

The first task was to determine what would be the best indicator variable to capture a voter’s observation of
new information. What we settled on was using a voter’s awareness of the popularity of their first answer. In
other words, how might a voter react to the information that their initial opinion was either a) within the
current group of popular leading answers, versus b) a unpopular answer? Part of our prediction was that
whom initially vote for less popular answers, might be more pressured to change their voter, after observing
the present voting choices of their peers. Hence, we decided to frame our indicator variable around this notion
of assessing the popularity of a voter’s initial vote.

Here is an explanation of relevant variables in our data-set.

ILV1: A dummy variable determining if each voter’s first vote was for the leading option at the time their
vote was cast. In other words, was the voter’s first vote for the most “popular” opinion, prior to the voter
learning how popular their initial vote (an indicator of their personal information) was. This is our proxy for
assessing the influence of new information gained by each voter after the casting of their initial vote.

Similarly ILV2 and ILV3 are indicators for if a voter’s first vote was for the 2nd most and 3rd most popular
options respectively.
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Chg: This is our dummy variable to determine if a voter changed their vote– that is, did a voter cast a vote a
second time after the point of receiving new information, the “popularity” of their vote.

Exp: This is our dummy variable to determine if a given voter is an expert or not. Expert was defined as having
won an American Contract Bridge League (ACBL), or World Bridge Federation National Championship, or
having obtained the ACBL rank of Platinum Life Master or Grand Life Master– the two highest ranks a
player may hold in North America.

1st, we conducted a simple Chi-squared test to see if there was an observable difference among those that voted
for the leading popular option at the time they cast their vote, and of those whom voted for other options,
with respect to their likelihood of changing their vote after observation of their initial vote’s popularity.
In other words, do those that initially voted for a non-popular answer, change their answer in different
frequencies than those that initially voted for a popular answer? If we think popularity of a voter’s first
answer might serve a predictor of their likelihood to change their vote, then we must first determine if there
is a significant difference between groups.

Then we created a simple and advanced probit model, attempting to see if our ILV dummies were useful
predictors in determining if a voter changes their vote.

Our probit model is used to predict the likelihood a voter is to change their vote, given the current parameters.
We would like to view this likelihood as a percentage. Our model works with Z-scores of a standard-normal
distribution, and essentially evaluates the accumulation of our probability density function up to the Z-score
value to determine the likelihood of that event happening given the current parameters. Our function is
a simple linear model. All of our independent variables are dummy variables (with values of 0 or 1), so
essentially all our model does is plug in different values for our dummy variables, and produce simple predicted
probabilities for each scenario on how it will influence a voter to change their votes, based on what has been
observed by our voters.

Our simple probit regresses just ILV1 on Chg, while our advanced probit attempts to regress ILV1, ILV2 and
ILV3 on Chg. We also have two versions of each model– one that regresses on the the additional variable of
Exp, and one that does not.

Results

Next we will move into examining the results of our observations. What follows is the code that was run in R
to conduct our analysis, with added comments to explain the procedure done at each step in the process of
examining our data.
library(readr)

#First Let's load our Data Frame

Votes = read.csv("BWAdvProbit.csv")

#What Variables are in our data frame?
str(Votes)

## 'data.frame': 279 obs. of 21 variables:
## $ Name : Factor w/ 80 levels "","Alex Bealles",..: 41 49 7 65 26 34 75 51 74 47 ...
## $ Voter.ID : int 101 102 103 104 105 106 107 108 109 110 ...
## $ VNum : int 1 2 3 4 5 6 7 8 9 10 ...
## $ X1V : Factor w/ 21 levels "","1H","1NT",..: 8 7 10 12 8 10 10 10 10 8 ...
## $ FV : Factor w/ 21 levels "","1H","1NT",..: 8 19 8 8 8 10 10 10 10 8 ...
## $ Chg : int 0 1 1 1 0 0 0 0 0 0 ...
## $ Timestamp : Factor w/ 277 levels "","0:12:11","0:22:55",..: 43 47 51 53 55 57 61 64 67 68 ...
## $ Chg.Timestamp: Factor w/ 39 levels "","10:54:16",..: NA 8 9 10 NA NA NA NA NA NA ...
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## $ Exp : int 1 0 0 0 0 1 0 0 0 0 ...
## $ Com : int 0 0 0 0 0 0 0 0 0 0 ...
## $ Notes : Factor w/ 9 levels "","1 private vote cast for DBL btwn 909 and 910",..: 1 1 1 1 1 1 1 1 1 1 ...
## $ LV1 : Factor w/ 33 levels "","1NT","1NT, Pass",..: NA 12 14 12 12 12 12 12 12 13 ...
## $ LV2 : Factor w/ 31 levels "","1NT","1NT, DBL",..: NA NA NA 23 23 23 24 14 14 23 ...
## $ LV3 : Factor w/ 17 levels ""," 4NT","2H",..: NA NA NA NA NA NA NA 12 12 NA ...
## $ FV.LV : int 1 0 1 1 1 0 0 0 0 1 ...
## $ ILV1 : int 1 0 0 0 1 0 0 0 0 1 ...
## $ ILV2 : int 0 0 0 0 0 0 1 1 1 0 ...
## $ ILV3 : int 0 0 0 0 0 0 0 0 0 0 ...
## $ Date.Voted : Factor w/ 17 levels "","3/14/19","3/15/19",..: 7 7 7 7 7 7 7 7 7 7 ...
## $ FV.WV : int 0 0 0 0 0 1 1 1 1 0 ...
## $ Poll.ID : Factor w/ 12 levels "","http://bridgewinners.com/article/view/bidding-problem-2-7xaj83pcct/?cj=789184#c789184",..: 10 10 10 10 10 10 10 10 10 10 ...

We have 21 different variables. Each line of our data represents the actions of one voter in a given poll. The
voter is identified, both the voter and poll are given a unique ID. We then record all votes cast, including
the time a vote is cast, note if they changed their vote, if they are an expert player. Lastly, we observed
the leading options at the time each voter cast their vote, and created dummy variables to record that and
various related information.
#Here is what each row of our data looks like.
head(Votes)

## Name Voter.ID VNum X1V FV Chg Timestamp Chg.Timestamp Exp
## 1 Leo Lasota 101 1 2S 2S 0 13:01:00 <NA> 1
## 2 Nathan Finkle 102 2 2NT Abstain 1 13:06:56 13:07:11 0
## 3 Ben Kristensen 103 3 3D 2S 1 13:15:44 13:15:50 0
## 4 Richard Fleet 104 4 3NT 2S 1 13:28:28 13:28:38 0
## 5 Finn Kolesnik 105 5 2S 2S 0 13:43:26 <NA> 0
## 6 John Diamond 106 6 3D 3D 0 13:48:58 <NA> 1
## Com Notes LV1 LV2 LV3 FV.LV ILV1 ILV2 ILV3 Date.Voted FV.WV
## 1 0 <NA> <NA> <NA> 1 1 0 0 3/8/19 0
## 2 0 2S <NA> <NA> 0 0 0 0 3/8/19 0
## 3 0 2S, Abstain <NA> <NA> 1 0 0 0 3/8/19 0
## 4 0 2S Abstain <NA> 1 0 0 0 3/8/19 0
## 5 0 2S Abstain <NA> 1 1 0 0 3/8/19 0
## 6 0 2S Abstain <NA> 0 0 0 0 3/8/19 1
## Poll.ID
## 1 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/
## 2 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/
## 3 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/
## 4 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/
## 5 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/
## 6 https://bridgewinners.com/article/view/bidding-problem-2-ljut6zaas3/

Above is printed the first six votes of poll number 1 of our data set. Expert Leo Lasota (Platinum Life Master
and former winner of the National Fast Pairs+ Championship) started off the poll by voting for a creative
call of 2 spades. After Leo Lasota voted, the following three voters happened to all be unsatisfied with their
initial answer, and either changed their vote to “Abstain” or “2 spades” like Leo. Was the behavior of these
three voters influenced by observing Leo Lasota’s decision? This is just one example of the sort of situation
we hope to better understand through the results of this study.
#Time for our Chi-squared test! Are the variables "Chg" and
#"ILV1" independent (do not depend on each other)? Or is there an
#interesting interaction between these two variables? Lets find out!
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XChi1=chisq.test(Votes$Chg, Votes$ILV1)

XChi1

##
## Pearson's Chi-squared test with Yates' continuity correction
##
## data: Votes$Chg and Votes$ILV1
## X-squared = 22.461, df = 1, p-value = 2.144e-06
# It looks like we have aquired a Chi-squared statistic with a p-value of
#2.144e-06. This means the results observed are unlikely to be due to chance!

#Let's saved our observed values in a matrix so we can graph them.
#Note the matrix must be transposed, if we want the "Change?"
#variable on the X-axis.

XChi1Matrix=t(XChi1$observed)

#Let's name the columns and rows appropriately, to be used later for
#our axis labels on the graph.

colnames(XChi1Matrix)= c("No Change", "Changed")
rownames(XChi1Matrix)= c("ILV1=0", "ILV1=1")

#Let's see our output!
#Approximately 13.62% of total users changed their vote.
#Approx. 86.84% of people who changed their vote,
#conformed to the majority
#at the time their vote was cast.
#In comparision versus approx. 56.49% of people who did not change their vote
#conformed to majority opinion at the time their vote was cast.
XChi1Matrix

## Votes$Chg
## Votes$ILV1 No Change Changed
## ILV1=0 105 33
## ILV1=1 134 5
#Let's graph our matrix in a bar plot,
barplot(XChi1Matrix,

main= "Observed Interaction of Change Vote Behavior and Herd Behavior",
xlab= "Change Vote?",
ylab= "Number of Voters",
col=c("blue","green"),
legend= rownames(XChi1Matrix),
beside=TRUE)
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Here is what the significant interaction between our Chg and ILV1 variable looks like. While the relative
percent of people who did not change their vote is relatively equal (with a small majority of those being
those whom initially voted for the leading option), in comparison, the vast majority of those whom change
their vote did NOT end up initially voting for the current leading option.
#Next, let's look at our hypothesis about the influence of experts.
#Do experts voting tedencies differ significantly from non-experts?

chisq.test(Votes$Exp,Votes$ILV1)

##
## Pearson's Chi-squared test with Yates' continuity correction
##
## data: Votes$Exp and Votes$ILV1
## X-squared = 0.36851, df = 1, p-value = 0.5438
#It looks like experts do not vary that much in comparision
#to non-experts with respect to their tendency to
#conform with the consensus.
#Based on the high p-value observed of 0.5438, any differences observed
#between experts and non-experts with respect to conforming behavior
#are likely due strictly to chance. It looks likely early data suggests
#Experts are not immune from exhibiting herding behavior
#(i.e. conforming to the opinions of the majority) under normal conditions.

#On to the Actual Model!
myprobit = glm(Votes$Chg ~ Votes$ILV1, family= binomial(link="probit"))

myprobit

##

12



## Call: glm(formula = Votes$Chg ~ Votes$ILV1, family = binomial(link = "probit"))
##
## Coefficients:
## (Intercept) Votes$ILV1
## -0.7091 -1.0904
##
## Degrees of Freedom: 276 Total (i.e. Null); 275 Residual
## (2 observations deleted due to missingness)
## Null Deviance: 221.5
## Residual Deviance: 194.9 AIC: 198.9
summary(myprobit)

##
## Call:
## glm(formula = Votes$Chg ~ Votes$ILV1, family = binomial(link = "probit"))
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -0.7393 -0.7393 -0.2707 -0.2707 2.5788
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.7091 0.1170 -6.059 1.37e-09 ***
## Votes$ILV1 -1.0904 0.2316 -4.708 2.50e-06 ***
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 221.50 on 276 degrees of freedom
## Residual deviance: 194.89 on 275 degrees of freedom
## (2 observations deleted due to missingness)
## AIC: 198.89
##
## Number of Fisher Scoring iterations: 5

Simple model:

When ILV1=0, Chg = Prob(Z <= -.7091) = 23.9% Chance of change

When ILV1=1, Chg = Prob(Z <=-1.7995) = 3.6% Chance of change

Both our intercept and coefficient on ILV1 were significant at the 5% level, supporting the predicting power
of our model.
myprobitAdv= glm(Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3, family= binomial(link="probit"))

myprobitAdv

##
## Call: glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3,
## family = binomial(link = "probit"))
##
## Coefficients:
## (Intercept) Votes$ILV1 Votes$ILV2 Votes$ILV3
## -0.1868 -1.6127 -0.9342 -1.1730
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##
## Degrees of Freedom: 276 Total (i.e. Null); 273 Residual
## (2 observations deleted due to missingness)
## Null Deviance: 221.5
## Residual Deviance: 177.7 AIC: 185.7
summary(myprobitAdv)

##
## Call:
## glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3,
## family = binomial(link = "probit"))
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.0536 -0.5302 -0.2707 -0.2707 2.5788
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.1868 0.1716 -1.088 0.276564
## Votes$ILV1 -1.6127 0.2634 -6.122 9.26e-10 ***
## Votes$ILV2 -0.9342 0.2659 -3.514 0.000442 ***
## Votes$ILV3 -1.1730 0.4090 -2.868 0.004128 **
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 221.50 on 276 degrees of freedom
## Residual deviance: 177.73 on 273 degrees of freedom
## (2 observations deleted due to missingness)
## AIC: 185.73
##
## Number of Fisher Scoring iterations: 5

Advanced model:

When ILV1=ILV2=ILV3=0, Chg = Prob(Z <= -.1868) = 42.6% Chance of change

When ILV1=1 and ILV2=ILV3=0, Chg = Prob(Z <= -1.7995) = 3.6% Chance of change

When ILV2=1 and ILV1=ILV3=0, Chg = Prob(Z <= -1.121) = 13.1% Chance of change

When ILV3=1 and ILV1=ILV2=0, Chg = Prob(Z <= -1.3598) = 8.7% Chance of change

Coefficients were all significant at the 5% level, but intercept was not significant.
myprobitExp = glm(Votes$Chg ~ Votes$ILV1 + Votes$Exp, family= binomial(link="probit"))

myprobitExp

##
## Call: glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$Exp, family = binomial(link = "probit"))
##
## Coefficients:
## (Intercept) Votes$ILV1 Votes$Exp
## -0.6436 -1.1206 -0.6273
##
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## Degrees of Freedom: 276 Total (i.e. Null); 274 Residual
## (2 observations deleted due to missingness)
## Null Deviance: 221.5
## Residual Deviance: 191.9 AIC: 197.9
summary(myprobitExp)

##
## Call:
## glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$Exp, family = binomial(link = "probit"))
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -0.7759 -0.7759 -0.2815 -0.2815 2.5487
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.6436 0.1228 -5.243 1.58e-07 ***
## Votes$ILV1 -1.1206 0.2345 -4.779 1.76e-06 ***
## Votes$Exp -0.6273 0.3912 -1.603 0.109
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 221.50 on 276 degrees of freedom
## Residual deviance: 191.92 on 274 degrees of freedom
## (2 observations deleted due to missingness)
## AIC: 197.92
##
## Number of Fisher Scoring iterations: 6

Simple model + Exp predictor:

When ILV1=0 and Exp=0, Chg = Prob(Z <= -.6436) = 26% Chance of change

When ILV1=1 and Exp=0, Chg = Prob(Z <=-1.7642) = 3.9% Chance of change

When ILV1=0 and Exp=1, Chg = Prob(Z <= -1.2709) = 10.2% Chance of change

When ILV1=1 and Exp=1, Chg = Prob(Z <=-2.3915) = 0.8% Chance of change

Coefficients on Intercept and ILV1 were significant at the 5% level, but Exp was not. Model predicts experts
change much less on average than non-experts, but this is not a strong conclusion based on current data.
myprobitExpAdv = glm(Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3 + Votes$Exp, family= binomial(link="probit"))

myprobitExpAdv

##
## Call: glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3 +
## Votes$Exp, family = binomial(link = "probit"))
##
## Coefficients:
## (Intercept) Votes$ILV1 Votes$ILV2 Votes$ILV3 Votes$Exp
## -0.05819 -1.69988 -0.99706 -1.28194 -0.86925
##
## Degrees of Freedom: 276 Total (i.e. Null); 272 Residual
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## (2 observations deleted due to missingness)
## Null Deviance: 221.5
## Residual Deviance: 172.8 AIC: 182.8
summary(myprobitExpAdv)

##
## Call:
## glm(formula = Votes$Chg ~ Votes$ILV1 + Votes$ILV2 + Votes$ILV3 +
## Votes$Exp, family = binomial(link = "probit"))
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.1382 -0.5611 -0.2834 -0.2834 2.5436
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.05819 0.18308 -0.318 0.750611
## Votes$ILV1 -1.69988 0.27112 -6.270 3.62e-10 ***
## Votes$ILV2 -0.99706 0.27248 -3.659 0.000253 ***
## Votes$ILV3 -1.28194 0.41504 -3.089 0.002010 **
## Votes$Exp -0.86925 0.43183 -2.013 0.044123 *
## ---
## Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 221.50 on 276 degrees of freedom
## Residual deviance: 172.83 on 272 degrees of freedom
## (2 observations deleted due to missingness)
## AIC: 182.83
##
## Number of Fisher Scoring iterations: 6

Advanced model + Exp Predictor:

Exp=0

When ILV1=ILV2=ILV3=0, Chg = Prob(Z <= -.05819) = 47.7% Chance of change

When ILV1=1 and ILV2=ILV3=0, Chg = Prob(Z <= -1.75807) = 3.9% Chance of change

When ILV2=1 and ILV1=ILV3=0, Chg = Prob(Z <= -1.05525) = 14.6% Chance of change

When ILV3=1 and ILV1=ILV2=0, Chg = Prob(Z <= -1.34013) = 9.0% Chance of change

Exp=1

When ILV1=ILV2=ILV3=0, Chg = Prob(Z <= -.92744) = 17.7% Chance of change

When ILV1=1 and ILV2=ILV3=0, Chg = Prob(Z <= -2.62732) = 0.4% Chance of change

When ILV2=1 and ILV1=ILV3=0, Chg = Prob(Z <= -1.9245) = 2.7% Chance of change

When ILV3=1 and ILV1=ILV2=0, Chg = Prob(Z <= -2.20938) = 1.4% Chance of change
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Coefficients on all intercepts was significant, but again like other variant of the Advanced model, coefficient
on the intercept was not significant.

Discussion

Overall, our models appear to successfully tell a story about the relationship between how our ILV (initial
leading vote) and Expert variables influence change– though the models were not without their problems.

Our Chi-squared test suggested there was an interaction between Chg and ILV1 (p=2.144e-06), suggesting
the variables may be interdependent, and thus might be interesting to explore their relationship. We moved
on to see if perhaps ILV1 and related variables can be used to predict Chg (change), and build several models
examining that potential relationship for the variables.

The most simplest of the predictive models– the simple regression of ILV1 on change–, was overall the most
sound of the regressions run. All coefficients in the regression were significant at the .1% level, suggesting
this is a feasible model for predicting change for any inputs of ILV1. Our model assessed that even though
only 13.62% of all voters in our poll changed their vote, 23.9% of voters whom had voted for a “non-1st
leading” answer changed their vote, versus 3.6% of those whom initially did vote for a first leading answer.
This information is supportive of our hypothesis that people do observe how popular their answer is from the
new information they gain after casting their first vote, and do weight that opinion in their choice to recast
their vote. This model does well for establishing this effect. What could be improved upon, is that ideally
we’d like to break down more the wide category of “votes not for the immediately most leading option”. This
model shows there is a difference between those that initially voted for the first leading vote, and everybody
else, but it does a poor job at telling the story of how that group of “everybody else” uses the information,
and how they might adapt that information to amend their initial opinions.

The advanced model, our probit that regressed ILV1, ILV2 and ILV3 on change, was an attempt to better
explain this group of “everyone else”, and break down of how those “further out” from the mainstream opinion
might be influenced the information of how far removed their opinion was from the current group consensus.
However, our advanced model failed in some aspects. While we had coefficients on ILV1, ILV2, and ILV3
that were significant at the 1% level, our coefficient on our y-intercept was not significant (p=.276). What
this means is that our model is still probably valid in attempting to order the influence of ILV1, ILV2, ILV3
relative to each other. But in terms of their impact on encouraging a voter to change their vote, without a
significant y-intercept, this model is probably not all that accurate in capturing the exact amount of influence
had on change, for all combination of inputs for our ILV variables. From this model, we learned that when a
voter initially voted for a 2nd or 3rd leading answer, rather than a 1st leading answer, on a whole are still
more likely to change their votes than those that voted initially for the 1st leading answer. The same was
true even more so for those whom voted initially for NONE of the top 3 leading answers.

One interesting thing happened– Voters when ILV2=1 and ILV1=ILV3=0 were MORE likely to change than
when ILV3=1 and ILV2=ILV3=0– A reversal of the main trend. The magnitude of the difference appeared to
be small between the groups, but because all the magnitudes were insignificant it is hard to draw conclusions.
But why are “ILV2 voters” more likely to change than “ILV3 voters”, when the general trend suggests the
further away you are from the most popular answer, the more likely you are to change your vote? Are ILV2
voters just more self conscious about being wrong? Are ILV3 voters just more okay being mavericks, or
comfortable about having a more outlandish opinion as long as they have some support? When creating
a 95% confidence interval for ILV2 and ILV3, the confidence interval for ILV2 is [-1.455, -.4130], and the
confidence interval for ILV3 is [-1.975,-.371]. Our estimated coefficients of ILV2= -.9342 and ILV3=-1.173 fall
in the confidence interval range for both variables, suggesting this different trend between ILV2 and ILV3
might simply be due to measure error of our coefficients.

Why do I think the intercept wasn’t significant? I partially suspect it might just be a lack of data issue.
Given that our sample was only 12 polls, perhaps we simply didn’t have enough to get significant coefficients
on all our variables. It’s also possible we could have had sample bias– I tried to be as random as possible
selecting polls, but it’s possible not all 12 polls were as robust in terms of developing a wide range of opinions
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as anticipated. Certainly some polls were more “controversial” than others. It can be hard to anticipate when
posting a poll to control for a similar level of “controversialness” across all problems posted.

From the advanced model, I then went back and added in the expert dimension to both models to see if we’d
get anything different. For the simple model the expert variable, when added as a regressor, was insignificant
at the 5% level, although it was close at the 10% level (p=.109).

When we added the expert variable as a regressor to the advanced model, however, it was significant at the
5% level (p=.0432). Experts across the board, were sharply less likely to change their vote in comparison to
their non-expert counterparts, regardless of how distant a voter’s initial vote was from the popular opinion.
However, the y-intercept (p=.751) on this model was still insignificant at the 5% level, so it is difficult to
make general conclusions on the exact magnitude of the gap between experts and non-experts.

Conclusion

Prior to this study, herding behavior in information cascades had not been studied in the context of bridge. In
addition, Bridgewinners is a unique place to study information cascades because we can observe an indicator
of each voter’s private information–their initial vote to each problem– prior to any changes they might make.
By monitoring how users adjust their votes in response to receiving new information, we can uniquely quantify
the influence of new information– a thing that has been difficult to observe in the existing literature, in other
contexts. For example, on a movie review site, it’s easy to observe how many stars a reviewer has rated a
movie in the present, but impossible to observe what their rating for the movie would have been in the middle
of the movie at the theatre, nor observe how discussing the movie with friends and reading reviews might
have influenced their own review rating. But on Bridgewinners, we can observe a voters initial impression,
final impression, and (in theory) all the influences on their behavior in a nice controlled setting.

Here are some of the key stats we were able to quantify: 13.62% of voter’s initial information was lost on
average across polls. Furthermore, among that 13.62% of voters whose initial information was lost, 86.84% of
those voters voted for an initial option that was not the 1st leading option at the time they cast their vote.
From there, we were able to build a model that predicted likelihood of change (our proxy in a way for loss of
information) via our probit using the ILV1 variable to predict the frequency in which a voter changes their
vote. It was found that 23.9% of voters whom had initially voted for an option other than the current most
popular option changed their vote, versus 3.6% chance among voters whom had initially voted for an answer
that was leading at the time they voted– a amazing 20.3% difference between groups! My hope is that this
study will help add to the existing literature by giving insight into the magnitude of which new information
influences our behavior.

Our experiment to construct a probit model to using existing variables to predict a voter’s tendency to change
votes worked for the most part. Our simple case worked very well, but when we attempted to break down
the voting behavior of those whom initially voted for answers further removed from the most popular answer
at the time of their first vote, our model lost the ability to accurately predict the magnitude in which our
predictors influenced a voter to change. We were able to make some conclusions regarding the relative order
of change from those that vote “further away” from the popular opinion, but we were not able to accurately
quantify it. We also were able to briefly explore how the behavior of experts might differ from the general
population of voters by discovering experts tend to change their votes less often, but we also were unable to
quantify the exact amount in which experts change.

The study was also not without its limitations. In the end, we were only able to secure data from 12 different
bidding problems, with an average of 23.25 voters per poll. Further more, not all polls could be monitored for
the same amount of time due to technical issues with the scraper. It is also possible there was potential bias in
problems selected, especially with respect to the rigor in which each problem was significantly “controversial”
enough to generate a wide enough spread of opinions. Small sample size for experts in particular was also
a problem. Only 33 of the 279 votes cast, were cast by experts. Of those votes, only 6 voters across all
279 votes met our criteria for “expert”, so it may be that our expert indicator variable is not completely
representative of all experts, but is more skewed towards the behavior of 2-3 particular individuals whom
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voted frequently in most or all of the bidding polls. Our initial investigations suggest these above observations
may be the general conclusion based on the data we have, but considerably more data would be required to
draw a scientific conclusion. We had hoped to receive more data from Bridgewinners before the end of this
study, which unfortunately due to time constraints on the project was unable to happen. But if it had, we
expect that it would have been able to confirm or deny our hypothesis.

My next steps were I to continue might be to first explore how more data impacts the outcomes of our models.
Specifically, it would be interesting to use new data so that we could test the model’s predictive powers, and
use a fraction of the data to create the model, and another portion to test and see if the model’s predictions
are accurate at truly predicting change behavior in newly observed polls. It would also be interesting to
further examine the influence of experts on the general population of voters. Initially, this project hoped
to also create an indicator to predict if experts have any special influence on the opinions of those whom
end up changing their vote, but unfortunately that aspect ended up falling outside the scope of this study.
Such applications would be interesting to better quantify the influence of new information on the decisions of
voters, so that we may better understand the impact the influence of new information obtained from exposure
to the information cascade has on a voter’s behavior.
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